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Abstract. This paper presents sto(ry)chastics, a user-centered approach for 
computational storytelling for real-time sensor-driven multimedia audiovisual stories, 
such as those that are triggered by the body in motion in a sensor-instrumented 
interactive narrative space. With sto(ry)chastics the coarse and noisy sensor inputs 
are coupled to digital media outputs via a user model, which is estimated 
probabilistically by a Bayesian network. To illustrate sto(ry)chastics, this paper 
describes the museum wearable, a device which delivers an audiovisual narration 
interactively in time and space to the visitor as a function of the estimated visitor 
type. The wearable relies on a custom-designed long-range infrared location-
identification sensor to gather information on where and how long the visitor stops 
in the museum galleries and uses this information as input to, or observations of, a 
(dynamic) Bayesian network. The network has been tested and validated on 
observed visitor tracking data by parameter learning using the Expectation 
Maximization (EM) algorithm, and by performance analysis of the model with the 
learned parameters. 

1   Introduction 

Computation and sensing are moving from computers and devices into the 
environment itself. The space around us is instrumented with sensors and displays, and 
it tends to reflect a diffused need to combine together the information space with our 
physical space. Museums and new entertainers are looking into technology as a 
partner to help them engage their public by generalizing the communication model of 
the theme park into that of the culture or information park. These interactive spaces 
need to be able to articulate a story triggered by people with natural interaction 
modalities, such as those determined by the body in motion in the space, and by 
gestural or voice input. 

Interactive space design involves three element s: human authors (space designers) 
who conceive flexible and updatable strategies to deliver appropriate information to 
the public interactively; computers and sensors that gather and process information in 
real time about the public’s behavior in the instrumented space; and the audience, with 
its own needs to receive personalized content only when and where it is appropriate. 
Telling stories in interactive spaces requires new flexible sensor-driven and user-
centered authoring tools, designed with these three elements in mind. 
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Namely, traditional interactive storytelling techniques have been conceived for non 
sensor-triggered environments, such as the desktop computer, and rely on mouse 
click and key presses as their main input modality. They have been authored with 
techniques that can be categorized to be either scripted, or responsive, or 
occasionally, behavior-based [1]. All of these systems imply a fixed modality of user-
story interaction and story authoring. The premise of this research is that to 
communicate effectively a sensor-instrumented interactive narrative space needs to 
be authored with more sophisticated techniques than the ones above. It needs to have 
the depth of content of a scripted system, the flexibility of a responsive system, and 
the autonomous decentralized architecture of a behavioral system. It also needs to go 
beyond the behavioral scheme and respond not just by weighing stimuli and internal 
goals of its characters, but also by understanding the user’s intentions in context, and 
by learning from the user.  

Sto(ry)chastics, is a first step in the direction of having suitable authoring 
techniques for sensor-driven interactive narrative spaces. As illustrated in the 
following sections, sto(ry)chastics allows the interactive experience designer to have 
flexible story models, decomposed in atomic or elementary units, which can be 
recombined into meaningful sequences at need in the course of interaction. It models 
both the noise intrinsic in interpreting the user’s intentions as well as the noise 
intrinsic in telling a story. We as humans do not tell the same story in the same way 
all the time, and we naturally tend to adapt and modify our stories to the 
age/interest/role of the listener. This research shows that, Bayesian networks are a 
powerful mathematical tool to model noisy sensors, noisy interpretation of intention, 
and noisy stories. 

2   Related Work 

Sto(ry)chastics is related to work in wearable computing, user modeling, and 
Bayesian networks.  

Oliver, Shiele, and Jebara [2] developed a wearable computer with a visual input as 
a visual memory aid for a variety of tasks, including medical, training, or education. 
This system records small chunks of video of a curator describing a work of art, and 
associates them with triggering objects. When the objects are seen again at a later 
moment, the video is played back. The museum wearable differs from the previous 
application in many ways. DYPERS is a personal annotation device, and as opposed to 
the museum wearable, it does not attempt to perform either user modeling or a more 
sophisticated form of content selection and authoring. The museum wearable in 
contrast focuses on estimating the visitor’s type and interest profile to deliver a 
flexible user-tailored narrative experience from audio/video clips that have been 
prerecorded. These clips or animations would usually be part of the museum’s digital 
media collection. Feiner [3] has built a university campus information system, worn 
as a wearable computer. This device is endowed with a variety of sensors for head 
tracking and image registration. Both the size of the wearable, mounted on a large and 
heavy backpack, as well as the size of the display, are inappropriate for it to be used 
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for a museum visit. The device also does not have a computation storytelling engine 
or a content selection mechanism which adapts to different user types. 

The work of Pearl [4] is fundamental to the field of Bayesian networks. Jordan’s  
book [5] had the merit of grouping together some of the major advancements since 
Pearl’s 1988 book. Pynadath and Wellman [6], use a Bayesian network approach to 
induce the plan of a driver from observation of vehicle movements. Starting from a 
model of how the driver generates plans, they use highway information as context that 
allows the  system to correctly interpret the driver’s behavior. While applied to traffic 
monitoring, and not to sensor-driven, user-centered interactive storytelling their 
research bears the most resemblance to the one here presented. Albrecht et al [7], 
have been amongst the first to model the behavior of a participant in a computer game 
using Bayesian networks. They use several network structures to predict the user’s 
current goal, next action, and next location in a multi-user Dungeon adventure game. 
With respect to their work sto(ry)chastics performs not just user state estimation, 
which can also be used to predict the next action that the user will do, but it also adds 
a probabilistic mechanism for content selection. This research also bears 
resemblance to Maes’ work on intelligent agents who assist users in daily tasks such 
as buying and selling stocks or finding music recommendations based on the user’s 
ratings of a given music database [8]. The focus of sto(ry)chastics is to function as a 
sensor-driven computat ional system that potentially uses the same unifying 
mathematical framework (Bayesian Networks) for sensor modeling (tracking, gesture 
recognition), user estimation, and content selection. 

Sto(ry)chastics’ content selection process is inspired by work in probabilistic 
knowledge representation. Koller and Pfeffer [9] have done innovative work in using 
probabilistic inference techniques that allows most of the frame based knowledge 
representation systems available today to annotate their knowledge bases with 
probabilistic information, and to use that information to answer probabilistic queries. 
Their work is relevant to describe and organize content in any database system so that 
it can later be selected either by a typed probabilistic query or by a sensor driven 
query. Using a content database, annotated probabilistically, sto(ry)chastics selects 
the most appropriate content segment at each time step, and it delivers, interactively 
in time and space, an audiovisual narration to the museum visitor as a function of the 
estimated visitor type. 

3   The Museum Wearable 

Rather than describing sto(ry)chastics in general, it is easier to focus on a specific 
application. As an example of application of sto(ry)chastics, and to illustrate its 
features, I designed a real time storytelling device: a museum guide which in real time 
evaluates the visitor’s preferences by observing his/her path and length of stops along 
the museum’s exhibit space, and selects content from a set of available movie clips, 
audio, and animations. In this document I ground on this specific application, called 
the Museum Wearable, further discussion on modeling first the user’s type, then 
estimating his/her interest profile, and subsequently the selection of content. For 
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more details on the museum wearable device [Fig. 1], its construction, software 
architecture and potential impact on exhibit design please see [10]. Additional 
references to the wearable literature, and comparison with hand-held devices can also 
be found in this paper. Here the reader will also find a more thorough discussion on 
the museum literature that has led the author to identify the busy, greedy, and 
selective types as valid classes of museum visitors to design personalized content for. 
The specific focus of this paper is on the Bayesian network that estimates the user 
model, and the mathematical technique used to ground this model on visitor tracking 
data gathered at the museum. 

 

 
Fig. 1.  The Museum Wearable 

4   Estimating the Visitor’s Type with a Bayesian Network 

The museum wearable uses a Bayesian network to provide a real time estimate of 
visitor types: a greedy type, who wants to know and see as much as possible, and does 
not have a time constraint, a busy type who just wants to get an overview of the 
principal items in the exhibit, and see little of everything, and the selective type, who 
wants to see and know in depth only about a few preferred items [10]. Following are 
the assumptions used to model the Bayesian network that estimates the visitor’s type: 

1. The information available to the system, modeled by the observed nodes of the 
network is location (which object the visitor is close by) and how long the visitor 
stays at each location (duration). 

2. The priors on the three busy/greedy/selective types start with equal values for 
the three types. The visitor does not declare belonging to a user type at the entrance 
so as not to bias the priors on the visitor type to any of the three types. Some visitors 
might in fact feel bothered being asked or being committed to a type at start.  

3. The visitor type is represented by a static node rather than a dynamic node. It can 
change but it is not a variable that evolves in time. What this means is that even if the 
visitor starts with a busy behavior and later behaves selectively, the system can still 
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account for that while considering the visitor as a unit and not as an entity whose value 
we sample in time. This is to a certain extent a subjective choice of the modeler (the 
author), guided by commonsense and previous modeling experience. 

4. To initially simplify the task, I have selected a subset of twelve representative 
objects at the MIT Museum’s Robots and Beyond Exhibit [Fig. 2]. 

Once the basic modeling assumptions have been made various choices are still 
available when designing or modeling a Bayesian network in practice. It is clear that 
the model needs to be some kind of dynamic Bayesian network, as estimating the 
visitor’s type is a process that happens in time during the visit. Sampling times are 
given in this case by the presence of the visitor at each location, and therefore we 
need to model a process with twelve time slices, as twelve are the selected objects 
for the exhibit. In addition to this, the actual placement of these objects on the 
museum floor dictates some constraints on the model architecture. Therefore the 
geography of the objects in the exhibit needs to be reflected in the topology of the 
modeling network [Fig. 2]. The choices available in modeling this problem are:  

• the topology of the network 
• which states per node  
• whether to have a continuous or discrete node for the visitor’s stop durations  
• whether to have one unique node or multiple nodes to describe the stop 
durations. 
 

 
Fig. 2.  Bayesian Network topology superimposed on the MIT Museum Robots and Beyond 
exhibit’s map 

 
One possibility is to consider a model which has the topology of an HMM. 

However such a model would require having a dynamic visitor node, which is a choice 
I discarded in the above discussion on the working hypothesis for this model. A 
similar topology, but with a static visitor node, can be obtained by introducing an 
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object node which encodes information about the object being observed by the 
visitor. This is shown in Fig. 3 for the first three objects/time slices.  
 

 
Fig. 3.  Bayesian Network used to estimate the visitor type  

For example, some objects can be very interesting or less interesting, according 
either to the opinion of the curator, or the public’s preferences, and this information 
can be encoded in the Bayesian network. Moreover, it would be possible, 
theoretically, at the end of each week, to take the posterior probabilities for all 
objects and all visitors, and reintroduce them as priors of the Bayesian network the 
following week. This would allow the system to account for the evolving public’s 
preferences and types. While installation of the museum wearable in the museum is 
not addressed in the research described by this document, it is important to notice the 
possibility to easily update the priors of the model from the posterior probabilities of 
the previous day or week to obtain a more accurate estimate of the variables of 
interest. 

The Bayesian network has three nodes per time slice: the object and location nodes 
are dynamic, i.e. they are repeated at each time slice, whereas the visitor node is a 
static node, as I assume that the visitor type does not change during the visit at the 
museum. The input to the network are the location nodes, which express how much 
time the visitors spend with each object. Rather than having location nodes with 
continuous values, which would require more sophisticated probability update 
techniques, it is more convenient to have discrete location nodes with a few states, 
such as “short”, “long” stop duration, or “skip” object. Section 5 describes how, 
mathematically, stop durations are labeled as skip/short/long. It is of course possible 
later on to extend the model to consider a higher resolution of discrete stop 
durations, such as one which includes: ‘skip’, ‘short’, ‘medium’, ‘long’, and ‘very 
long’. These ranges are specific to each museum exhibit and are derived from tracking 
data obtained by observing and measuring visitor’s stop length and type at the 
museum.   

Classifying people’s behavior using the proposed dynamic Bayesian network can be 
done on the sole basis of the expert’s opinion, which assigns numerical values to the 
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conditional probability tables of the network. This results in an expert system. In 
some cases performing probability update on such models leads to satisfying results, 
such as for systems that model the specialist’s medical knowledge in decision support 
systems which help determine whether further tests or investigation are needed to 
assess the health state of a patient. In the specific case of this research, the expert’s 
initial assumptions about the percentage of skip/short/long stop durations that a 
busy/greedy/selective visitor will do are given in Table 1. This table assigns numeric 
values to the qualitative description of these three types. These values are derived 
from interviews with the MIT Museums’ staff in charge of the Robots and Beyond 
exhibition. 

Table 1.  Conditional Probability Table for the visitor node assigned by the expert 

Conditional  probability table for the visitor node 

 % skip % short % long 
Busy 0.2 0.7 0.1  
Greedy 0.1 0.1 0.8  
Selective 0.4 0.2 0.4  

 
However, when a database of cases is available, we have the opportunity to perform 

out-of-sample testing to validate that the model has any predictive power, given the 
data. This is important in the case of a museum exhibit in which the public’s behavior 
cannot necessarily be correctly modeled by the curator’s expertise, because of the 
changing nature of the shown artwork, and the public’s needs. According to the 
problem that is defined there are various techniques for data analysis which combine 
prior knowledge with data to produce improved knowledge. In some cases we may 
need to learn the topology of the network, in others, the topology is given and we 
need to learn the parameters of the network. Specifically for this research, I made the 
assumption that the structure of the network is correct and I gathered tracking data on 
visitor’s path and length of stops at the museum to learn the conditional probability 
tables (parameters) for the nodes of the network. 

During the course of several days a team of people at the MIT Museum tracked and 
make annotations about the visitors. Each member of the tracking team had a map and 
a stop watch. Their task was to draw on the map the path of individual visitors, and 
annotate the locations at which visitors stopped, the object they were observing, and 
how long they would stop for. In addition to the tracking information, the team of 
evaluators was asked to assign a label to the overall behavior of the visitor, according 
to the three visitor categories described above. Together with the curator, and in 
accordance to the indications of the Visitor Studies Association (VSA, 
http://museum.cl.msu.edu/vsa/whoweare.htm), I have found that allowing the 
evaluators to make a subjective judgment about the visitor’s behavior is as accurate as 
asking the visitors themselves. In addition to that, the museum wearable acts as an 
external observer, which tailors a personalized story to the visitor, on the basis of 
external observations, as opposed to asking the visitor what they want to do at every 
step. Lastly, the assessment made by the team of evaluators is used to initialize the 
Bayesian network, while the model can later be refined, that is the parameters can be 
fine tuned as more visitors experience the exhibit with the museum wearable, as 
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described later in this document. We tracked 65 visitors, discarded 15 incomplete or 
invalid annotations and retained 50 valid tracking sheets. Some examples of tracking 
data are summarized in Table 2. The table contains raw data, that is the number of 
seconds that visitors stayed in front of the corresponding objects. All these objects 
were visited in a linear sequence, one after the next, with no repetitions. We observed 
a total of 3 greedy types, 16 busy types, and 31 selective types. 

Table 2.  Example of visitor tracking data for the first 10 visitors. Data shown is in seconds 

Intro 
 
1 

Lisp 
 
2 

Minsky 
Arm 

3 

Robo 
Arm 

4 

Falcon 
 
5 

Phantom 
6 

Cogs 
Head 

7 

Quad 
 
8 

Uniroo 
9 

Dext 
Arm 
10 

Kismet 
 
11 

Baby 
Doll 
12 

TYPE 

0 5 5 0 13 0 10 0 0 0 0 0 busy  

0 0 20 0 30 40 0 0 30 5 24 0 slctv 

0 0 0 0 10 0 75 0 0 0 0 10 slctv 

0 0 20 0 20 130 10 55 82 25 0 5 slctv 

0 0 15 10 10 5 0 0 0 0 0 0 busy  

0 0 5 5 5 0 3 0 0 70 0 0 busy  

0 0 33 0 60 17 0 0 0 16 0 13 slctv 

0 38 10 13 38 10 21 0 0 18 0 43 slctv 

0 0 30 0 0 10 10 0 0 5 0 0 busy  

0 6 40 15 25 40 0 82 82 34 30 18 Greedy 

4.1   Model Description 

To fully define the proposed dynamic Bayesian network we need to assign the prior 
probabilities of the parent nodes and the probabilities of the child nodes conditioned 
on the state of their parents, that is assign or learn the conditional probability tables.  
We also need a transition probability table between one time slice and the next. 

I initially implemented the network, for simplicity, with a binary object node with 
visited/not-visited states. The reason is that for the training of the model I later 
performed, and which is discussed in the next section, no priors were available on 
whether the objects were more interesting than neutral or boring. I would have had to 
learn separate conditional probabilities for the neutral/interesting/boring cases, for 
which no training data was available. After having taken tracking data on the twelve 
selected objects, it is possible to analyze this data and infer priors on whether the 
objects are neutral/interesting/boring. Then we need to give different conditional 
probabilities for the interesting and boring cases, such that if a busy type spends quite 
a long type with an object, that is more an indication of that object being interesting 
than the busy type becoming more greedy in their visit. Table 3 below shows the total 
amount of time, in seconds, that the fifty tracked visitors have spent at the twelve 
targeted objects at MIT’s Robots and Beyond exhibit. A simple histogram plot [Fig. 4] 
shows which of these objects are interesting/neutral/boring, always in a probabilistic 
sense. The tallest bins are from objects 5,9,11, which are therefore the most 
interesting. The shortest bins are from objects 1,4,12 that are therefore boring. All 
remaining objects shall be considered neutral. 
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Table 3. Total time that the tracked visitors have spent at the 12 selected objects 

Intro 
 
1 

Lisp 
 
2 

Minsky  
Arm 

3 

Robo 
Arm 

4 

Falcon 
 

5 

Phantom 
6 

Cogs 
Head 

7 

Quad 
 
8 

Uniroo 
9 

Dext 
Arm 
10 

Kismet 
 
11 

Baby 
Doll 
12 

588 755 719 627 986 748 771 694 859 700 1025 548 

 

 
Fig. 4. Histogram of overall time, in seconds, that visitors spend at the 12 selected objects 

Based on the information above, a set of priors of the twelve objects is given by 
Table 4: The conditional probabilities p(location | object, visitor), initially assigned by 
the “expert” (system modeler, museum curator), and later refined in the learning 
phase, described in the next section, are shown in Table 5. The initial object, and 
transition probabilities from one object to the next, are given by Table 6. The meaning 
of the transition probability table is quite important for the system. The values along 
the diagonal describe how much past history matters in determining if a visitor 
belongs to a type. For example if the values along the diagonal are high (0.9) and the  
visitor switches behavior from let say greedy to selective, the system will have some 
inertia in identifying the new type. It will take the system a few time steps to catch up 
with the new visitor behavior. This makes sense if there are many objects in the 
exhibit. If instead there are only a few objects in the exhibit, such as in the MIT’s 
Robots and Beyond targeted exhibit, it is desirable to have a system which adapts fast 
to the visitor’s behavior and does not tend to “stick to the first impression” as  before. 
In this case it is preferable to have lower values along the diagonal (less than 0.6). The 
transition probabilities are in this model the same for all twelve objects. However 
these could be also learned if more training data was available. For example visitors 
could have a tendency to skip certain objects, or visit them in a di fferent order than 
what the exhibit designer has laid out. Alternatively, the transition probabilities would 
highlight groups of object and show that for example the “Sensors” section of the 
exhibit turns out to be more interesting than the “Movement” section. This 
information would be reflected in the transition tables. From the visitor tracking data 
gathered at the MIT Museum we observed people visiting objects one after the  next in 
a linear sequence. This however does not limit the validity of the procedure here 
described. If a visitor returns to an object the system will select content based on the 
value of the visitor node at that time in the history of the visit. For example, during the 
second visit to an object the visitor could be “greedier” than when he/she first stopped 
in that location, because of his/her behavior at the subsequently visited objects. 
Content will then be selected according to the “new” current value o f the visitor node, 
and could be the same or different than in the previous stop at that same object. 
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Table 4. Priors for the 12 selected objects derived from the visitor tracking data 

 1 2 3 4 5 6 7 8 9 10 11 12 
Neutral 0.23 0.34 0.28 0.25 0.18 0.32 0.36 0.24 0.27 0.26 0.16 0.2  
Interesting 0.23 0.33 0.36 0.25 0.64 0.34 0.32 0.38 0.46 0.37 0.68 0.2  
Boring 0.54 0.33 0.36 0.5 0.18 0.34 0.32 0.38 0.27 0.37 0.16 0.6  

Table 5. Conditional Probability Tables for the Location Nodes 

 neutral Interesting boring 
 busy greedy selective  busy greedy selective  busy greedy  selective 

skip 0.2 0.1 0.4 0.1 0.05 0.1 0.35 0.2 0.65 

short 0.7 0.1 0.2 0.6 0.05 0.3 0.6 0.2 0.15 

long 0.1 0.8 0.4 0.3 0.9 0.6 0.05 0.6 0.2 

Table 6. Priors for the 12 selected objects and transition probabilities 

P(O1)  P(Oj | Oi) neutral  interesting boring 
Neutral 0.333 neutral 0.6 0.2 0.2 

interesting  0.333 interesting 0.2 0.6 0.2 

Boring 0.333 boring  0.2 0.2 0.6 
 

To test the model, I introduced evidence on the duration nodes, thereby simulating its 
functioning during the museum visit [fig 5]. I have included results below, limited to 
two time slices, for the limited space available on paper. The reader can verify that the 
system gives plausible estimates of the visitor type, based on the evidence introduced 
in the system. The posterior probabilities in this and the subsequent models are 
calculated using Hugin, (www.hugin.com) which implements the Distribute Evidence 
and Collect Evidence message passing algorithms on the junction tree.  
Test case 1. The visitor spends a short time both with the first and second object - > 

the network gives the highest probability to the busy type (0.8592) 
Test case 2. The visitor spends a long time both with the first and second object - > 

the network gives the highest probability to the greedy type (0.7409) 
Test case 3. The visitor spends a long time with the first object and skips the second 

object - > the network gives the highest probability to the selective type (0.5470) 
 

 
Fig. 5. Testing the model: posterior probabilities after evidence is introduced and inference is 
performed: for the busy and greedy cases. 
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5   Data Preprocessing and Labeling 

The first task before model training, is to assign labels to the tracking data gathered 
at the museum [Table 2]. For example, for the targeted exhibit, I need to decide 
whether a stop of 18 seconds should be considered ‘short’ or ‘long’. Various 
classification techniques can be used: the classification problem addressed is simple 
enough for unsupervised classification techniques, such as K-means, to be effective. 
To have reliable results, I used two different classification techniques: one is the 
popular K-means classification procedure [11]. The other consists in simply plotting 
histograms of the data, and finding a threshold between ‘short’ and ‘long’ stops by 
histogram intersection. The classes of data that are needed are only two: ‘short’ and 
‘long’, as ‘skip’ is easily identifiable as a stop of zero seconds duration. I used both 
methods and compared results, as discussed below.  

An important step before data clustering is performing data quantization, when 
necessary. The data often carries more precision than needed, and may therefore 
include too many categories with too much precision. This can be a problem as extra 
subdivisions can hide trends. Preprocessing reduces the number of variables without 
jeopardizing the results.. I quantized the data in groups of five, and obtained the 
histogram shown in Fig. 6, which clearly exhibits an exponential decay data trend. This 
means roughly that visitors globally tend to make many more short than long stops at 
this exhibit. 

quantized
histogram of visitors'
stop duration

 
Fig. 6. Quantized histogram for the duration of visitors’ stops 

I grouped the observed visitors according to their type: I observed a total of 3 
greedy types, 16 busy types, and 31 selective types. These types contribute differently 
to the quantized histogram. I performed k-means analysis of the visitor tracking data, 
with k=3, to allow the extra third cluster to collect all the samples which do not fall 
into the ‘short’ or ‘long’ category. I also set the center cluster at start to the 
approximate initial values of: 10, 30, and 60 seconds respectively. K-means gives 
three clusters centered respectively in 9, 30, and 79, and with ranges 1 -19, 20-54, and 
55-140. I labeled these clusters as ‘short’, ‘long’ and ‘very long’.  K-means also gives 
a threshold of 19 seconds as separator between short and long stops, for visitors at 
MIT Museum’s Robots and Beyond exhibit [Fig. 7]. With the knowledge of these 
ranges, I have plotted separate normalized histograms of stop durations for the three 
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types [Fig. 7], by color coding the bins corresponding to the different stop-duration 
ranges found. These plots confirm our intuition that a greedy type tends to make 
several long stops (and skips only very few object); a busy type makes many short 
stops; and the selective type makes several long stops (and skips many objects). For 
further discussion I will merge the long and very long clusters into one ‘long’ cluster, 
ranging from 20 to 140 seconds.  

 
classification of stop duration using K-means

k=3

histogram of short, long, and very long stops

 
Fig. 7. K-means classification of stop durations for the greedy, busy and selective types and 
histogram of stop durations for the busy type. 

6   Learning from the Data: Model Validation 

I grouped the visitor tracking data gathered at the museum in two groups: a group 
from which I trained the proposed Bayesian network (i.e. I learned the parameters of 
the network from the data) and a control group on which I performed out-of-sample 
testing to validate the predictive power of the model. For robustness I split the data in 
a training group and a control group in three different ways, repeated the learning 
procedure three times, and compared the obtained results. For simplicity, in the 
training phase of this research, I assigned only two trivial states to the object node: 
Visited and Not Visited. Given that the system is learning the conditional probability 
table of the location nodes, conditioned on the visitor and object nodes, i.e. p(L|O,V), 
in the case with object nodes with three states ( Neutral, Interesting, Uninteresting)  
we would have to learn  27 parameters (3 location states x 3 object states x 3 visitor 
states) instead of 18 (3x2x3) to train the ne twork with the data. To learn the 9 
p(L|O,V) parameters (only 9 to learn for the visited nodes) I applied the Expectation 
Maximization algorithm [12].  

I used the new learned parameters to test how well the Bayesian network performs 
in identifying the other half of the tracked user types. In each case I took the original 
set of 50 visitor tracking data, and split it randomly in two parts, each composed of 25 
subjects. I used the first half of the subjects as training data, and the remaining half as 
test data. For robustness I performed this operation three times, each time with a 
different random subdivision of the original data set in half. I then, for each of the 
three learned conditional probability tables for the location nodes, substituted the 
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original conditional probability table with the new learned parameters. Then, for each 
of the 25 visitor data (row) in the test group, I introduced the stop duration for the 12 
tracked objects as evidence in the network, and calculated the posterior probability on 
the visitor nodes. I compared the visitor’s busy/greedy/selective state with the highest 
probability, with the label assigned to the visitor behavior in the test file. When the 
original labeled data coincided with the posterior with the highest probability I 
considered this a ‘success’, otherwise a ‘miss’. For the three test cases, each made of 
25 cases, I obtained respectively 25, 24, and 25 successes. There was only one miss, 
with the following test data (short, skip, short, short, short, skip, short, skip, skip, 
long, long, skip) which the network classified as ‘busy’ while it was labeled 
‘selective’. The misclassified visitor had therefore a behavior at the dividing boundary 
between busy and selective, as they have very close absolute errors. I would attribute 
the error to the human who observed the visitors’ behavior at the museum, and labeled 
that particular’s visitor behavior wrongly because of the ambiguity of that test case. 
Given the high success rate of this learning/test procedure, which can be quantified as 
74/75= 0.987, for further visitor classification with the given Bayesian network, I 
have performed EM learning on all 50 visitors obtaining the final learned parameters 
in Table 7. The values in this table can be seen as a data-grounded refinement of the 
expert defined conditional probability table [Table 1]. 

Table 7. New learned probability table, for all 50 visitor data 

Final Conditional Probability Table p(L|O,V) 
 skip short long  

Busy 0.25 0.625 0.125 
Greedy 0.14 0.22 0.64 

Selective 0.36 0.3 0.34 

7   Editing Stories for Different Visitor Types and Profiles 

Sto(ry)chastics works in two steps. The first is user type estimation as previously 
described. The next step is to assemble a mini-story for the visitor, relative to the 
object he/she is next to. Most of the audio-visual material available for art and 
science documentaries tends to fall under a set of characterizing topics. After an 
overview of the audio-visual material available at MIT’s Robots and Beyond exhibit, 
the following content labels, or bins were identified to classify the component video 
clips: 

1. Description of the artwork: what it is, when it was created (answers: when, 
where, what) 2. Biography of author: anecdotes, important people in artist’s life 
(answers: who) 3. History of the artwork: previous relevant work of the artist  4. 
Context: historical, what is happening in the world at the time of creation  5. Process: 
particular techniques used or invented to create the artwork (answers: how) 6. 
Principle: philosophy or school of thought the author believes in when creating the 
artwork (answers: why) 7.Form and Function: relevant style, form and function which 
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contribute to explain the artwork. 8.Relationships: how is the artwork related to other 
artwork on display 9. Impact: the critics’ and the public’s reaction to the artwork 

A similar approach to documentary as a composition of segments belonging to 
different themes, has been developed by Houbart in her work which edits a 
documentary based on the viewer’s theme preferences, as an off-line process [13]. 
The difference between Houbart’s work and what the museum wearable does is that 
the museum wearable performs editing in real time, using sensor input and Bayesian 
network modeling to figure out the user’s preferences (type).  This project required a 
great amount of editing to be done by hand (non automatically) in order to segment 
the two hours of video material available for the Robots and Beyond Exhibit at the 
MIT museum in the smallest possible complete segments. After this phase, all the 
component video clips  were given a name, their length in seconds was recorded into 
the system, and they were also classified according to the list of bins described above.  
The classification was done probabilistically, that is each clip has been assigned a 
probability (a value between zero and one) of belonging to a story category. The sum 
of such probabilities for each clip needs to be one. The result of the clip 
classification procedure, for a subset of available clips, is shown in Table 8. 

To perform content selection, conditioned on the knowledge of the visitor type, 
the system needs to be given a list of available clips, and the criteria for selection. 
There are two competing criteria: one is given by the total length of the edited story 
for each object, and the other is given by the ordering of the selected clips. The order 
of story segments guarantees that the curator’s message is correctly passed on to the 
visitor, and that the story is a “good story”, in that it respects basic cause-effect 
relationships and makes sense to humans. Therefore the Bayesian network described 
in the earlier needs to be extended with additional nodes for content selection [Fig. 
8]. The additional “good story” node, encodes, as prior probabilities, the curator’s 
preferences about how the story for each object should be told. To reflect these 
observations the Bayesian network is extended to be an influence diagram [14]: it will 
include decision nodes, and utility nodes which guide decisions. The decision node 
contains a list of all available content (movie clips) for each object. The utility nodes 
encode the two selection criteria: length and order. The utility node which describes 
length, contains the actual length in seconds for each clip. The length is transcribed in 
the network as a positive number, when conditioned on a preference for long clips 
(greedy and selective types). It is instead a negative length if conditioned on a 
preference for short content segments (busy type). This is because a utility node will 
always try to maximize the utility, and therefore length is penalizing in the case of a 
preference for short content segments. The utility node which describes order, 
contains the profiling of each clip into the story bins described earlier, and listed in 
Table 8, times a multiplication constant used to establish a balance of power between 
“length” and “order”. Basically order here means a ranking of clips based on how 
closely they match the curator’s preferences expressed in the “good story” node. By 
means of probability update, the Bayesian network comes up with a “compromise” 
between length and order and provides a final ranking of the available content 
segments in the order in which they should be played [Fig. 9]. 

As an example, Table 9 shows two possible definition of “good story”, by two 
different curators, called for easy reference, Frank and Liz. What the numbers in the 
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table say is that Frank believes that a good museum story should start with an 
extensive object description, followed by biographical information about its creator. 
Next, explanation about the process of creation should be given, accompanied by a 
history of previous versions or sketches of the same object, and elements of form and 
function. Of less importance are the relationship of the object to other objects on 
display, the guiding philosophical principles which have led to its creation, its impact 
of the public and the art critics, and what was happening in the world at the time of 
creation. Liz thinks differently than Frank. She believes that a good museum story 
should be based on the creator’s profile and biographical information, and that these 
elements should have the priority. Explaining to the public what previous artwork has 
led to the creation of the object they are looking at is also important . Information 
about Form and Function, accompanied by a more detailed description of the object 
should follow. All the other themes, or story bins, are of secondary importance. The 
different results of these two rather opposite views of story are:   

Table 8. Examples of segments cut from the video documentation available for the MIT Museum’s 
Robots and Beyond Exhibit. All segments have been assigned a set of probabilities which express 
their relevance with respect to nine relevant story themes or categories 

CATEGORIES/ 
TITLES  
LENGTH IN 
SECS 

Kismet 
Cynt.bio 
067 

Kismet Kismet Kismet 
develop 
066 

Cog 
drum 
083 

Cog 
future 
043 

Cog 
intro 
041 

Cog 
history 
051 

Description          0 0.1 0.3 0.1 0.3 0 0.8 0 

History                 0 0 0 0.2 0 0 0 0.5 

Context               0 0.1 0 0 0 0 0 0 

Biography            0.9 0 0 0 0 0 0 0.1 

Process                0 0.3 0.3 0.1 0.6 0 0.2 0 

Principle              0 0.5 0.3 0.2 0.1 1 0 0.2 
Form & 
Function  

0 0 0.1 0.4 0 0 0 0.2 

Relationships      0.1 0 0 0 0 0 0 0 

Impact                0 0 0 0 0 0 0 0 

Total P 1 1 1 1 1 1 1 1 

Table 9. Two different views of what is a “good story” according to curators Frank and Liz.  

Story bins or CATEGORIES  curator Frank Curator Liz 

Description                DSC 0.3 0.1 

History                       HST 0.1 0.19 

Context                      CTX 0.03 0.03 

Biography                  BIO 0.16 0.21 

Process                      PRC 0.14 0.02 

Principle                    PNC 0.06 0.2 

Form & Function        FAF 0.09 0.12 

Relationships             REL 0.08 0.05 

Impact                       IMP 0.04 0.08 

Total P 1 1 
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Fig. 8. Bayesian network for visitor type estimation extended to perform content selection 

 
Fig. 9. Storyboards from various video clips shown on the museum wearable’s display at MIT 
Museum’s Robots and Beyond Exhibit 
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These possible choices of Liz and Frank are given only to provide examples how the 
system works. The same curator could actually choose a different combination of 
weights for the good story node for a different exhibit, as the message carried by an 
exhibits changes with its content. A third curator, let say Nancy, could argue that, in 
her view, a story should always start with the shortest possible introductory and 
descriptive clip, followed by a longer description clip, followed by a segment which 
describes the creative process and so on. Her preferences can be easily 
accommodated by having the system always select the shortest description clip in 
first place, and then using the segment ranking provided by the Bayesian network for 
the following segments. The Bayesian network leaves therefore plenty of choice to 
the exhibit designer, curator, and storyteller in terms of easy ac cess to the knobs of 
the virtual storytelling machine without the need to calculate in advance all possible 
combinations given by all the knob values. 

7   Summary of Accomplishments and Future Directions 

The main contribution of this research is to show that (dynamic) Bayesian 
networks are a powerful modeling technique to couple inputs to outputs for real time 
sensor-driven multimedia audiovisual stories, such those that are triggered by the 
body in motion in a sensor-instrumented interactive narrative space. Sto(ry)chastics 
has implications both for the human author (designer/curator) which is given a 
flexible modeling tool to organize, select, and deliver the story material, as well as 
the audience, which receives personalized content only when and where it is 
appropriate. Sto(ry)chastics proposes an alternative to complex centralized 
interactive entertainment programs which simply read sensor inputs and map them to 
actions on the screen. These systems rigidly define the interaction modality with the 
public, as a consequence of their internal architecture. Sto(ry)chastics performs 
probabilistic reasoning under uncertainty in real time to identify the visitor's type. It 
then delivers an audiovisual narration to the visitor as a function of the estimated type, 
interactively in time and space.  

The model has been tested and validated on observed visitor tracking data using the 
EM algorithm. The interpretation of sensor data is robust in the sense that it is 
probabilistically weighted by the history of interaction of the participant as well as the 
nodes which represent context. Therefore noisy sensor data, triggered for example by 
external or unpredictable sources, is not likely to cause the system to produce a 
response which does not “make sense” to the user.  

An experimentation phase at the museum should follow the current research. A 
procedure would have to be set to establish if and how the museum wearable does 
actually enhance learning and entertainment at an exhibit, or how the content shown 
does actually match the visitor’s preferences. Also, more visitor tracking data would 
need to be gathered at the museum site, to eventually infer more visitor types than the 
ones described in this document, and compare them with the more sophisticated 
visitor typologies di scussed in the museum literature. 
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