
In: INTER_FACE Body Boundaries, issue editor Emanuele Quinz, Anomalie, n.2, Paris, France, Anomos, 2001. 

(Some) computer vision based interfaces for  

interactive art and entertainment installations 
 

Flavia Sparacino 
MIT Media Lab 

flavia@media.mit.edu 
 

Abstract. This paper presents a brief summary of body tracking tools and interfaces the author developed, 
and explains how they have been applied to a variety of interactive art and entertainment projects. The 
purpose of such grouping of techniques and related applications is to provide the reader with information 
on some of the tools available today for computer vision based body tracking, how they can be selected and 
applied to achieve the desired artistic goal, and their limitations. What these computer vision interfaces 
have in common is low cost, and ease of implementation, as they require means which are commonly 
available today to most individuals/institutions, such as computers and small cameras. They have the 
additional advantage that they do not require special calibration procedures, they do not limit body 
movements with cables or tethers, nor do they require wearing special suites with markers for tracking. 

1. Introduction 
Body-driven artistic projects today can benefit from a variety of tools which allow to retrieve 

information on the body in motion in real time, and to creatively use this information to generate 
or drive lights, music, graphics, or video. There exist today a few commercial products which 
help the artist or performer set up a performance, so that the body and its movements become the 
controllers of sophisticated audio-visual effects which contribute to create the desired artistic 
objective. On the high end, VICON [http://www.vicon.com] offers an expensive multiple camera 
motion tracking system which uses passive (non powered) markers on the body. This system is 
well suited for production studios, and it requires a dedicated calibrated space and a high initial 
investment. It can handle tracking of multiple bodies at once, with the use of several cameras: the 
more cameras are employed, the higher the accuracy of the system. On the low end, Infusion 
Systems [http://www.infusionsystems.com] offers a simple and powerful MIDI-based plug-and-
play sensor package and software, which allows to employ a variety of sensors, from touch 
sensors, to bend sensors, to sonar sensors, to capture some aspects of body motion in real time. 
These sensors require wiring up the stage and/or the performer with cables, which, in some cases, 
can be a limiting factor. In the mid range, Rokeby’s VNS (Very Nervous System) 
[http://www.interlog.com/~drokeby/vns.html] has been the first example of a camera-based tool 
to gather information on the body in motion in real time. The system understands motion and 
displacement within an image grid of variable resolution, as it detects the presence of a 
foreground object on the activated grid cell in real time. While the VNS does not model an 
articulated body in motion, such as the VICON tracking system, nor more simply does it 
understand the body as an entity made of parts (head, torso, arms, legs), it is able to detect the 
presence of any foreground object in motion, in sufficiently high contrast lighting conditions.  

Historically, Myron Krueger [Krueger, 1991] has realized some of the first body-driven, 
camera-based artistic interactive experiences. Krueger’s projects, such as VIDEOPLACE, and 
METAPLAY, created in the early 1970s, are the precursors of the work many researchers tackle 
today in the interactive art and entertainment community. In academia, Bregler [Bregler, 1997], 
Metaxas [Kakadiaris and Metaxas, 1995], Rehg [Cham and Rehg, 1999], amongst others, have 
produced  2D and 3D body tracking work towards a camera-based quantitative understanding of 
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the body in motion, using different original approaches, such as kinematic or dynamic models. 
Such approaches require relatively massive computational resources to run in real time. 

There is the need today for body tracking interfaces which are more easily affordable than the 
VICON system, for widespread use, which do not need wiring, such as the sensor system 
provided by Infusion, which have a better understanding of the human body than the VNS, and 
produce information about the body in motion in real time. The development of body-driven 
artistic and entertainment applications requires effective computer vision interfaces can which 
can be easily used by people simply with cameras and computers, are easy to set up, i.e. do not 
need lengthy calibration procedures and high cost installation, and do not entangle body 
movements with special suites, wires, and cables. This paper illustrates some of such techniques 
and applications developed by the author, with an emphasis on the actual application and use of 
the developed body tracking techniques, rather than offering details on the algorithms and 
scientific challenges that arise in doing real time quantitative understanding of human body 
movement. For the latter, the reader will find in the bibliography references to articles which 
offer a more detailed and in depth analysis. What these techniques have in common is the fact 
that they run in real time, their ease of use, and low cost, as they require equipment commonly 
available today to most individuals or institutions, such as cameras and personal computers. The 
tradeoff for all these advantages is that the interfaces described below have less precision that the 
expensive VICON system, have an heuristic image-based understanding of the human body as 
made of parts (head/hands/torso/feet), rather than a fully developed kinematic model, and can 
only handle one body at a time. These tools therefore target specifically the community of 
interactive entertainers and developers, which need to do real time coupling of input-outputs, 
rather than the production studios, which can afford to do off-line, precision tracking in two or 
more processing steps. 

2. Color vision based full body tracking with a frontal camera 
Color, image based, methods are one of the main tools for real time body tracking. Real time 

information is the primary requirement to create performances in which the human body drives 
any desired form of audiovisual synchronous output. To achieve real time, color vision 
techniques need to adopt a statistical approach which is suited to fast processing, as opposed to 
other kinematic or dynamic approaches cited above. Wren and others [1997] have shown that a 
system which has an image based two dimensional description of the human body as a set of 
adjacent color regions (head/torso/hands/feet), a MAP estimator for color pixel classification, and 
a Kalman filter applied to the features to track, is a very powerful tool to mathematically and 
computationally describe the human body in motion in real time. The research I describe in this 
section is based on collaborative work with Chris Wren, and includes as well further 
improvements the author implemented to overcome some of the limitations of the initial system. 
The color based person tracking system described is called: Pfinder. Below is a qualitative 
description of how Pfinder works followed by some of the applications the author developed. 

 

Color vision techniques 
Why color: to distinguish not just foreground (body) from background (scene or 
stage) but also to be able to track different body parts (head/torso/hands/feet) 
Limitations: it needs an unchanged background and unchanged lighting to operate, it 
tracks only one body at a time. 
Advantages: real time, works with any color camera and a personal computer. It can 
be reset in a few seconds if lighting and background change during interaction. 
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Pfinder uses a multi-class statistical model of color and shape to segment a person from a 
background scene, and then to find and track people's body parts in a wide range of viewing 
conditions. The system employs a multi-class statistical model of color and shape to segment a 
person from a background scene, then find and track people's body parts in a wide range of 
viewing conditions. It adopts a “Maximum A Posteriori” probability approach to body detection and 
tracking, using simple two-dimensional models. It incorporates a priori knowledge about people, 
primarily to bootstrap itself and to recover from errors. 

Pfinder builds the scene model by first observing the scene without people in it. When a 
human enters, a large change is detected in the scene, which cues Pfinder to begin constructing 
a model of that person, built up over time as a dynamic “multi-blob” structure. The model-building 
process is driven by the distribution of color on the person's body, with blobs being added to 
account for each differently colored region. Separate blobs are generated for the person's hands, 
head, feet, shirt, and pants. The process of building a blob-model is guided by a 2D contour 
shape analysis that recognizes silhouettes in which body parts can be reliably labeled. 

The computer vision system is composed of several layers. The lowest layer uses adaptive 
models to segment the user from the background, enabling the system to track users without the 
need for chromakey backgrounds or special garments, while identifying color segments within the 
user's silhouette. This allows the system to track important features (hands) even when these 
features aren't discernible from the figure-background segmentation. This added information 
makes it possible to deduce the general 3D structure of the user, producing better gesture 
tracking at the next layer, which uses the information from segmentation and blob classification to 
identify interesting features: bounding box, head, hands, feet, and centroid. These features can 
be recognized by their characteristic impact on the silhouette (high edge curvature, occlusion) 
and (a priori) knowledge about people (heads are usually on top). The highest layer then uses 
these features, combined with knowledge of the human body, to detect significant gestures and 
movements. If Pfinder is given a camera model, it also back-projects the 2D image information to 
produce 3D position estimates using the assumption that a planar user is standing perpendicular 
to a planar floor. Several clients fetching data from Pfinder can be serviced in parallel, and clients 
can attach and detach without affecting the vision routines. 

 2.1. DanceSpace 
DanceSpace is an interactive stage which takes full advantage of Pfinder's ability to track the 

dancer's motion in real time. Different parts of the dancer's body (hands/head/feet/torso) can be 
mapped to different musical instruments that constitute a virtual body-driven keyboard. 
Moreover, the computer can recognize hand and body gestures, which can trigger rhythmic or 
melodic changes in the music. A graphical output is also generated from the computer vision 
estimates [Sparacino, 2000]. The computer-generated music consists of a richly-textured melodic 
base tune, which plays in the background for the duration of the performance. As the dancer 
enters the space, a number of virtual mus ical instruments are invisibly attached to her body. The 
dancer then uses her body movements to generate an improvisational theme above the 
background track. In the current version of DanceSpace, the dancer has a cello in her right hand, 
vibes on her left hand, and bells and drums attached to her feet. The dancer's head works as the 
volume knob, bringing down the sound as they move closer to the ground.  The distance from the 
dancer's hands to the ground is mapped to the pitch of the note played by the musical instruments 
attached to the hands. Therefore a higher note will be played when the hands are above the 
performer's head and a lower note when they are near her waist. Both hands' musical instruments 
are played in a continuous mode (i.e., to get from a lower to a higher note the performer will have 
to play all the intermediate notes).  The bells and the drums are on the contrary one shot  musical 
instruments that are triggered by feet movements. More specific gestures of both hands or 
combinations of hands and feet can generate melodic or rhythmic changes in the ambient melody. 
The dancer can therefore “tune” the music to her own taste throughout the performance. The 
music that is generated varies widely among different performers of the interactive space. 
Nevertheless all the music shares the same pleasant rhythm established by the underlying, 
ambient tune, and a style that ranges from “pentatonic” to “fusion” or “space” music. 

As the dancer moves, her body leaves a multicolored trail across the large wall screen that 
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comprises one side of the performance space. The color of the trail can be selectively mapped to 
the position of the dancer on stage or to more “expressive” motion cues like speed. The graphics 
are generated by drawing two bezier curves to abstractly represent the dancer's body.  The first 
curve is drawn through coordinates representing the performer's  left foot, head, and right foot.  
The second curve is drawn through coordinates representing her left hand, center of her body, and 
right hand.  Small 3D spheres are also drawn to map onto hands, feet, head and center of the body 
of the performer. This serves as a reference for the dancer and accentuates the stylized 
representation of the body on the screen. The multicolored trail represents the dancer's virtual 
shadow which follows her around during the performance.  The variable memory of the shadow 
allows the dancer to adjust the number of trails left by the dancer's body.  Hence if the shadow 
has a long memory of trails (more than thirty) the dancer can paint more complex abstract figures 
on the screen [Figures 1,2,3]. 
 
 

 
 

  
 Figures 1, 2, 3.  Pfinder tracking the human body: head, torso, legs, hands, feet are labeled: gray, purple, red, 
green, orange, yellow.  In Figure 4, notice correct hand tracking even when the hands are in front of the body.  
 
 
 
 2.2. Participative City of News  

Real time color based body tracking can be used to do something that before was possible 
only with very expensive TV studios: real time compositing of video. For this purpose I created 
Participative City of News [Figures 4,5,6,7] with the following features: 1. it does not need a blue 
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or uniformly colored screen to operate: compositing is based on a statistical image processing 
technique, so that people can use the installation with a regular computer in their living room, 
(without having to paint the living room blue). 2. In addition to a regular TV studio setup it also 
does gesture recognition and can trigger actions based on those gestures in real time. 3. It does the 
compositing not simply onto an image, but inside a three dimensional information landscape, 
with the correct perspective and occlusion. It is participative in the sense that multiple single 
users can connect to the system and inhabit the same three dimensional landscape with the 
projection of their actual bodies in that space. The virtual three dimensional set inside which 
participants are composited is City of News: a dynamically growing urban landscape of 
information. It is an immersive, interactive, three dimensional web browser which fetches and 
displays URLs so as to form skyscrapers and alleys of text and images through which the user can 
navigate using his/her body. The gestures and body poses which the system recognizes to 
navigate inside the participative city of news are: scroll up → both arms up, scroll down  → both 
arms down, next virtual location → right arm stretched, previous virtual location → left arm 
stretched, and follow link → point at the screen. 

 

 
 

 
Figures 4, 5.  Participative City of News: above user composited inside a three dimensional model of MIT. Below: 
snapshots of multiple users composited, navigation, and computer vision tracking. 
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Figures 6, 7. Study of application of the same compositing technique to a dance performance. 
 

3. Infrared vision based tracking from above and the front 
While developing similar applications to the ones described above, the need arose for a system 

which would allow to handle both body tracking and image projection along the same surface that 
the camera is pointing at. This would be impossible with the color tracking system described 
above, as it requires an unmoving background. In the desired case the projected images would 
instead produce a moving background and interfere with the body-foreground/space-background 
segmentation. In other cases, there was instead the need to have an installation in a room where 
the lighting conditions are allowed to vary slightly, such as for example in spaces that have large 
windows which produce lighting changes according to the time of day or weather conditions. 
Both cases can be handled using an infrared camera, instead of a color camera. This type of 
camera produces a black and white image, and does not “see” any image projection on the 
background surface. By doing statistical luma based pixel classification, rather than color, the 
system is also less sensitive to varying lighting conditions. Given that the information about the 
body is all contained in the body silhouette, it becomes important in this case to analyze the form 
and shape of the silhouette to understand what the user/performer is doing. This is now necessary 
as we no longer have available the specific features given by head/hands/feet position and 
velocity as in the previous case. 

 

Infrared vision techniques 
Why infrared: to perform computer vision based body tracking under varying lighting 
conditions and/or with front image projection 
Limitations: cannot distinguish amongst different body features, but only the body 
silhouette against the background. Needs to be smart about shape recognition. 
Advantages: real time, works with any infrared camera and a personal computer 

 
 

The intuitive notion of shape is not easily captured by a formal definition that can be 
translated into a computer program. Amongst other techniques, in order to recognize simple 
shapes the literature usually refers to Hu’s moment invariants [Hu, 1962]. These are obtained first 
by calculating central moments, i.e. moments with respect to the centroid of the tracked body, 
and then by normalizing them by the area. Hu’s moments are invariant for small rotations, 
translations, and scale. Hu’s technique computes the moments for all the pixels inside the 
silhouette. However the body’s contour points capture all the shape information given by the 
silhouette. It is therefore faster and as effective to calculate centralized moments for only the 
silhouette contour points. This technique was first suggested by Mertzios and Tsirikoloas 
[Mertzios and Tsirikoloas, 1997]. 
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1. For all contour points compute the euclidean distances from these points to the (x,y) center 
of the silhouette. 

2. Compute the moments up to the desired resolution 
 
The first two moments are: 
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the currently analyzed object. 
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The method has two free parameters: 1. The chosen resolution, i.e. how many moments are 
used to recognize the shape of an object, and 2.The lower threshold used to evaluate the number 
given by the cost function. This threshold needs to be adapted to the number of moments used 
(resolution). 

 

 3.1. Body driven City of News and MetaCity 
The body driven City of News [Figures 9,10,11], demonstrated at SIGGRAPH 99, and 

MetaCity [Figure 8], shown at Ars Electronica 1998, are two salient examples of application of 
infrared body tracking and shape recognition. These installations use two projection surfaces. The 
first is a map projected on the floor. People physically walk onto different locations of the floor 
map and trigger consequently the front surface projection to show the correspondent City of 
News web page location in 3D space. One can see the floor map projection like a mouse pad, and 
the person walking onto the map like the mouse driving the system. In MetaCity-Sarajevo we 
were specifically exploring the notion of point of view. Depending on which direction people 
took when they approached and got to Sarajevo, City of News showed participants a web page, 
growing in a virtual and surreal 3D map of Sarajevo, which represented the point of view of a 
particular ethnic group involved in the conflict in former Jugoslavia. The computer vision system 
uses a camera observing the body from above and knows therefore people's location on the map. 
It recognizes the participant’s gestures with the shape analysis algorithm described above. The 
body driven City of News shown at SIGGRAPH 99, was used with in a similar way to allow 
visitors to virtually explore the various installations shown at the Millennium Motel. People used 
their position on the floor map, and a few gestures, to explore the 3D virtual landscape of the 
millennium motel, extracted from the exhibitors’ web pages and recomposed in 3D space with 
City of News. 
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Figure 8.  Participant in MetaCity 
 
 

 

  
Figures 9, 10.  Participants in the body driven City of News, presented at SIGGRAPH 99’s Millennium Motel. 
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Figure 11.  Infrared tracking system with a camera placed above the  
participant for the body driven City of News. 

 
 
 

 3.2. Responsive Portraits 
A responsive portrait consists of a multiplicity of views – digital photographs and holographic 

three dimensional images, accompanied by sounds and recorded voices – whose dynamic 
presentation results from the interaction between the viewer and the image. The portrait shown at 
a given time depends on how the viewer approaches and reacts to the portrayed subject. 
Responsive portraits [Sparacino, 1999] [Figures 12,13,14] challenge the notion of static 
photographic portraiture as the unique, ideal visual representation of its subject. They attempt to 
reproduce an encounter between two people: the viewer and the character portrayed. The viewer’s 
proximity to the image, head movements and upper body pose elicit dynamic responses from the 
portrait, driven by the portrait’s own set of programmed responses. The computer vision system is 
an infrared based head and torso tracking system which does pose recognition using a variety of 
combined standard shape recognition techniques – such as central moments, or moments of 
inertia, as described above. The recognized body poses are inspired by the corresponding ASL 
(American Sign Language) gestures for fear, joy, anger, surprise, sadness. The current installation 
of responsive portraits includes five interactive stations, with photographic and holographic three 
dimensional portraits that people can interact with. The dynamic of interaction is as follows: 1. If 
the visitor makes a recognized ASL expression, the system rewards him/her by showing the 
corresponding image for that expression and expressive sound of the expression (soft). 2. If the 
visitor makes a recognized expression in the corresponding happy/sad/fear/surprise/anger station, 
the system rewards him/her by showing the corresponding hologram and expressive sound (loud). 
3. The system takes a picture of the person doing that expression and sends it to a digital printer 
so that people leave with a picture of them doing their first recognized expression. 4. When 
nothing happens (no visitor is close to the camera), the computer toggles amongst all the previous 
visitors' recognized expressions. 
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Figure 12, 13, 14.  Above: ASL gestures recognized by the infrared tracking system in Responsive Portraits  

Center: Expressive Holograms. Below: Camera and Display setup for Responsive Portraits. 
 

 

4. Conclusions  
This paper provides a brief description of computer vision based body tracking techniques the 
author developed, both using color and infrared image processing. It explains why such 
techniques are needed to develop effective, low cost, body driven installations, and how they 
compare to other available commercial tools or academic research. It illustrates features and 
limitations of the real time computer vision interfaces here described, and provides several 
examples on how they can be applied to a large variety of body driven installations, for art, 
entertainment, and performance. 
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