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Abstract

We present a fast algorithm for depth segmentation. The
algorithm uses pre-computed disparity maps to detect re-
gions of the scene that are not at predetermined depths.
The form of the algorithm allows it to take advantage of the
single instruction, multiple data (SIMD) instruction set ex-
tensions that have recently become commonly available in
consumer-grade microprocessors. We also present the ap-
plication of the algorithm to the problem of detecting con-
tact between a foreground object (a hand) and a geomet-
rically static background (a display surface) in real-time
video sequences. Due to the geometric nature of the seg-
mentation algorithm, the touch detector is invariant to light-
ing, color, and motion. It threfore is applicable to interac-
tive front- and back-projected displays. A simple extension
to the algorithm allows for the background surface to be
given analytically.

1 Introduction

The increasing availability of cheap cameras and high-
quality projectors is enabling a wide array of novel interac-
tive space applications. These interfaces present a particu-
lar challenge for computer vision algorithms since surfaces
lit by bright, high-contrast projection displays may have a
continuously changing visual appearance. This means that
standard background subtraction techniques that relay on
static background appearance will not work. Even worse,
front projected displays also cast light on foreground ob-
jects, making color tracking and other appearance-based
methods difficult or impossible to use.

One of the few constraints on the background that re-
mains in these situations is the geometric configuration of
the projection surfaces. By utilizing multiple calibrated
cameras, it is possible to take advantage of these geometric
constraints to segment such a scene using stereo disparity.
Furthermore, we will show that it is possible to perform this
operation without computing a dense depth map. Our algo-
rithm instead generates depth segmentation maps directly

Figure 1: The stereo iBot camera rig, test area with projec-
tion display, and calibration widget.

by using precomputed disparity maps to rectify the input
images prior to a direct image subtraction. Pixel pairs that
are imaging the same small part of the projection surface
will exhibit a disparity that satisfies the pre-computed geo-
metric constraint. The precomputed disparity map will then
warp those pixels into the same rectified image location[1].
If the cameras have similar luminance and chrominance
imaging characteristics, then the difference between these
pixels will be small, since they are imaging the very same
physical surface patch (assuming non-specular surfaces ma-
terials). Areas with high absolute differences indicate re-
gions of the scene where the geometric constraints are not
satisfied: regions of the scene that correspond to objects that
lie outside the precomputed depth.

1



Of course, it is not necessary for the disparity maps to
correspond to the depths of real surfaces that appear in the
scene. It is possible to construct disparity maps that seg-
ment virtual surfaces that may correspond to empty space
in the real scene. Notions of foreground and background
don’t make sense in this context since the depth segmen-
tation is selecting areas of the scene that are within some
neighborhood of the virtual surface. The rest of the scene
is simply outside this neighborhood, either in front of, or
behind the virtual surface. We use this fact to move beyond
simple background subtraction. Specifically, we present a
system called TouchIt that can detect touch events between
foreground objects (the user’s hand for example) and the
background surface. TouchIt uses two depth segmentation
maps and simple logical operations to combine them into a
touch map.

We implement the depth segmentation algorithm us-
ing the Intel Performance Library functions:iplRemap ,
iplSubtract , andiplThreshold [4]. By using these
optimized functions we are able to generate 320x240 depth
segmentation maps in less than 10ms on a 1GHz Intel
PentiumIII. This allows us to compute several depth seg-
mentations on each image pair in real time, and allows the
TouchIt application to run in real time on an off-the-shelf
PC. The physical configuration of the TouchIt apparatus is
depicted in Figure 1.

The details of the depth segmentation algorithm itself are
discussed in Section 3. TouchIt is described in Section 4.
The next section reviews the relevant literature.

2 Related Work

The most common approach to segmenting objects from the
background is some form of background subtraction. For
example, in [11, 10, 2] authors use statistical texture prop-
erties of the background observed over extended period of
time to construct a model of the background, and use this
model to decide which pixels in an input image do not fall
into the background class. The fundamental assumption of
the algorithm is that the background is static, or at most
slowly varying, in all respects: geometry, reflectance, and
illumination. These algorithms show low sensitivity to slow
lighting changes, to which they need to adapt.

[9] uses a subtraction method which has an explicit illu-
mination model. The model in this case is the eigenspace,
describing a range of appearances of the scene under a va-
riety of lighting conditions. The method works extremely
well for outdoor environments with static geometry, but un-
foreseen illumination conditions, which are not taken into
account while building the model, will degrade the perfor-
mance of the algorithm.

None of the above algorithms are designed to handle
rapid lighting changes, such as a dynamic, high-contrast

projection display.
More closely related to the technique presented in this

paper are those based upon geometry. Gaspar, et. al. use
geometrical constraints of a ground plane in order to de-
tect obstacles on the path of a mobile robot [3]. Okutomi
and Kanade employ special purpose multi-baseline stereo
hardware to compute dense depth maps in real-time [8].
Provided with a background disparity value, the algorithm
can perform real-time depth segmentation or “z-keying” [7].
The only assumption of the algorithm is that the geometry
of the background does not vary. However, the computa-
tional burden of computing dense, robust, real-time stereo
maps requires great computational power.

The most closely related work was done by Ivanov and
Bobick when they employed a similar technique for seg-
mentation in the presence of theatrical lighting [6]. They
do take advantage of precomputed disparity for segmenta-
tion, but did not move beyond segmentation to more general
depth-aware applications as we do with the TouchIt appli-
cation.

3 Fast Depth Segmentation

Typically, to estimate stereo disparity corresponding to an
image location(x, y) in the left image of a stereo pair,
one must search for the image location(x′, y′) in the other
(right) image of the pair where the image dataIr(x′, y′) cor-
responds to the image data in the first imageIl(x, y). The
estimated stereo disparitŷd(x, y) is the difference between
these two locations:

d̂(x, y) =
[

x̂′ − x
ŷ′ − y

]
(1)

and together with the calibration data can be used to hypoth-
esize that these two image patches correspond to the same
surface patch at a calculable distance from the cameras. The
fast depth segmentation (FDS) algorithm works in exactly
the opposite way. FDS requires an image pair plus a pre-
computed disparity map. The disparity map indicates, for
every location in one image of the pair, the esitmated off-
set (disparity)̂d(x, y) to the location in the other image of
the pair where the correspondence will be found, if the sur-
face of some object currently occupies the point in space at
the implied distance from the cameras. The set of all such
disparities for a given image pair iŝD:

D̂ =

 | | | |
d̂(x1, y1) d̂(x2, y2) · · · d̂(xm, ym)

| | | |

 (2)

D̂ specifies a map that may be used to warp one image
of a pair, rectifying it with respect to the other image of the
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Figure 2: An example of the pixel displacement map gen-
erated by the polynomial extimate:Top: x displacements
on the z-axis as a function of pixel location.Bottom: y
displacements.

pair such that points at the predetermined depth will map to
identical image locations. For a visual example of this pro-
cess see the rectifed and compositied images in the middle
of Figures 4, 5, and 6.

We construct this dense map by fitting a two-dimensional
polynomial to a relatively small set of known correspon-
dences. We use the Intel Open Computer Vision Library[5]
chess board finder functions to acquire these correspon-
dences by placing a chess board at the the desired depth
plane. The form of the polynomial is:

d̂(x, y) = Âx(x, y) (3)

wherex(x, y) is the power expansion:

x(x, y) =


x2

y2

xy
x
y
1

 (4)

Given a set ofm correspondence points we construct the

matrix of powers:

X =

 | | | |
x(x1, y1) x(x2, y2) · · · x(xm, ym)

| | | |

 (5)

and a matrix of estimated disparities for those points:

D̂ =

 | | | |
d̂(x1, y1) d̂(x2, y2) · · · d̂(xm, ym)

| | | |

 (6)

ThenÂ can be recovered by least squares:

Â = (XXT )−1XT D̂ (7)

Equation 3 can then be applied to each image location to
compute an approximate dense dispartity map as shown in
Figure 2.

The Intel Image Processing Library provides an op-
timized function that performs general image warps[4].
Given an input image and modified form ofD̂, this function
will produce the rectified image that we set out to compute.

The remainder of the FDS algorithm consists of simply
subtracting one image of a pair from the rectified version
the the other image. If the scene satisfies the geometric
constraint, then the magnitude of the difference will be near
zero everywhere. Where the geometric constraint fails to
hold, this magnitude will be large.

It is unimportant how the disparity map is calculated.
So long aŝD is sufficiently accurate, the warp and subtract
will generate a measure of how well the scene satisfies the
encoded geometric constraint. The above estimation algo-
rithm avoids requiring accurate estimation of extrinsic and
intrinsic camera geometry by directly estimating the warp
induced on an observed planar calibration widget. Given
sufficiently accurate camera calibration it would be possi-
ble to construct disparity maps corresponding to arbitrary
virtual surfaces, including piecewise-planar or even non-
planar surfaces. These generalizations would have no im-
pact on run-time efficiency. They only change the form of
the off-line computation of̂D.

4 Touch It

TouchIt utilizes FDS to do two things. First: segment the
hand from the projection surface even in the presence of
arbitrary projected light. Second: determine if the user is
touching the display surface with the tip of their finger. Fig-
ure 3 shows TouchIt in action. The white circle in the bot-
tom image of Figure 3 indicates the detection and localiza-
tion of a touch event. Figure 7 shows TouchIt operating in
the presence of high-contrast projected light.
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Figure 3:Top: segmented hand above the surface.Bottom:
contact point marked on lowered finger tip..

The first task is a direct application of FDS. The calibra-
tion widget is placed flat on the projection surface, and this
induces a plane approximately coincident with the surface.
In practice, observed surfaces somewhat near this plane will
be marked as satisfying the constraint even if they are not
strictly coincident with it. Areas that do not satisfy the con-
straint are unambiguously part of the foreground because
they are not in the plane of the projection surface, and they
cannot be behind it (the project surface is solid and opaque).

The second task is accomplished by running a second in-
stance of FDS in parallel with the first implementing a plane
constraint that lies just above the surface of the table. To ac-
complish this, the calibration widget is placed on a mouse
pad (approximate thickness of 4mm) to facilitate building
the disparity map.

The output of the two instances of FDS are compared.
Pixels that are determined to be above the projection sur-
face, but are not marked as being outside the second,
slightly higher plane, must correspond to surfaces within
a very narrow band just above the projection surface. The
top of the finger, when the finger is resting on the projection
surface, satisfies this constraint.

Well understood methods were sufficient to locate the
single large region of non-overlap between the two maps.
These areas are automatically marked with a white circle
and appear red in Figure 3 and Figure 7.

5 Results and Conclusions

On a 1GHz Intel Pentium IIIEB with 320x240 images, the
fundamental computation requires 7ms per depth segmen-
tation, averaged over 1000 frames. That includes the remap
call, the difference magnitude computation, a 3x3 blur and
a threshold operation. For the TouchIt application we found
it necessary to perform morphological operations to remove
noise from the segmentation map. These operations add an-
other 2ms to the operation, for a total of 9ms. An example
of the algorithms robustness to projected displays can be
seen in Figure 7.

We look forward to refining the construction of the
disparity map by taking advantage of lens distortion
calibration[5], as well as more sophisticated models of pro-
jective geometry[1]. The implementation would also ben-
efit from color calibration of the cameras. Being able to
treat the color channels separately in the difference mag-
nitude computation would provide better discrimination,
and therefore cleaner segmentation maps, compared to the
greyscale process. Despite the need for improvement in
these areas, the algorithm produces usable depth segmenta-
tion maps within a small fraction of the computational cost
that would be required to produce the same answer using an
approach based on full stereo.

The fast depth segmentation algorithm presented here
provides a computationally cheap way to take advantage of
stereo disparity constraints in the environment. The Tou-
chIt application takes advantage of this algorithm to ex-
tract a foreground segmentation in a visual environment that
would break most, if not all commonly used segmentation
algorithms. TouchIt then goes beyond just segmentation to
recover a measure of physical proximity between observed
objects that would be difficult to compute using other visual
routines within similar computational bounds.
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Figure 4:Left : left camera view.Middle : rectified, fused images.Right: right camera view.

Figure 5: A hand just above the segmentation surface.

Figure 6: A touch event.

Figure 7: Image pair showing performance under projected illumination.
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