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I: Introduction
Researchers in Artificial Intelligence (AI) and Computer 
Graphics (CG) have long shared a dream that someday 
they would develop systems to allow the construction of 
three dimensional animated characters. Such characters 
would be capable of independent activity in a virtual 
environment, and their activity would be purposeful and 
interesting. They would be able to be integrated into a 
given environment seamlessly, so that the artificial actor 
was indistinguishable from a human participant. Human 
users would be able to interact with such characters at 
the task level, asking them to perform activities or even 
join the human in performing some task.

Over the years, the AI community has made strides in 
many related areas, including reactive planning, 
constraint systems, and knowledge representation. 
Computational graphicists have made enormous 
advances in physically-based modeling, photorealistic 
scene description and rendering. Both fields have 
benefited enormously from fast workstations and 
advanced software development environments. 
Unfortunately, whenever researchers in either of these 
two domains try to address the larger character 
construction issue, they rarely use state-of-the-art 
techniques from the other. More importantly, when 
researchers do try to integrate techniques from both 
fields into a solution, almost invariably they end up 
treating the other discipline’s contribution to the 
problem as purely “an implementation issue”. 

For example, when considering a scenario in which a 
character is given the task of arranging some items on a 
table, most AI researchers have concentrated on issues 
surrounding getting the character to decide to “pick up 
block A first, then block B”. How the character goes 
about picking up block A (text output, robot arm, flat 
shaded rigid links, etc.) is usually considered an 
“implementation issue.” What matters to the AI 
researcher is that the system decided to engage in the 
activity based on some internal and external 
motivations, and that the system has some mechanisms 

for determining, after the fact, if the activity was 
successful or not, and then reacting accordingly. How 
the actual activity is implemented is not usually 
considered an integral part of the problem.

Given the same domain, computational graphicists have 
instead concentrated on the issues of describing how the 
character and its environment's attributes (i.e. position, 
orientation, coloring, shading, geometric shape) change 
over the course of actually picking up the block, and 
how these changes occur in three dimensional space 
and are eventually visualized onto an array of pixels. 
How the system decided to pick up a given block in the 
first place, or what it did next, were not considered part 
of the problem. Moreover, the task of modulating that 
instance of behavior during that particular span in time 
and space is almost invariably given over to a human. 

While this approach has been successful in coming up 
with solutions for many of the subproblems associated 
with the larger goal of constructing characters, no single 
system to date satisfactorily meets the goal of allowing 
the construction of arbitrary three dimensional, 
autonomous, animated characters engaged in 
purposeful and interesting behavior in a virtual 
environment, such that the virtual actors can be 
seamlessly integrated with real environments.

The basic thesis that is being proposed here is that by 
considering computer graphics and artificial intelligence 
techniques as peers in a solution, rather than relegating 
one or the other to the status of an “implementation 
detail”, we can achieve a synergy greater than the sum 
of its parts that will overcome previous limitations and 
allow the development of a character construction 
system that will satisfy both domains. 

It is my thesis that by using a single discrete time-based 
representation for the shape, shading and state 
information that both the AI and the CG subsystems can 
measure and manipulate at an appropriate level of 
detail, I will be able to demonstrate an approach that 
does allow the construction of arbitrary three 
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dimensional, semi-autonomous, animated characters 
that can engage in purposeful and interesting behavior 
in a virtual environment. 

I claim that any such representation must have 
mechanisms to allow proper sampling of behavior, and 
mechanisms for intelligently reconstructing the 
behaviors later. Ideally, the system should allow for 
scalable behavior to be built, where mechanisms can be 
put in place to behave differently in the presence of 
greater or lesser sampling of the behavior (This is 
discussed in some detail in section 3).

Finally, I claim that due to the iterative nature of the 
character construction process, and the inherent 
demand for sophisticated debugging tools, it is 
imperative that the representation be able to be easily 
built up over time using state-of-the-art data 
manipulation and visualization techniques.

This proposal will spell out in more detail the particular 
problem being addressed, some previous solutions to 
these problems by other researchers, and finally the 
approach I plan to take, including work that I have 
already completed.

II: The Problem
The problem that this thesis addresses can be best 
summarized as the following set of questions:

·• How can we construct virtual actors (3D, ani-
mated semi-autonomous computer characters) 
in such a way that they are able to sense and 
act in the virtual environments they inhabit? 
(.i.e. it is hot, the ball is nearby, I'm surrounded 
by enemies, etc.)

• How we can construct virtual actors such that 
both end users and character designers can 
interact with them at the task level? (“Open the 
door”, “clean this place up”, “fix the motor”, 
“try it this way”)

• What is the computational infrastructure we 
need to compose such characters out of reus-
able parts authored by disparate groups of 
modelers/animators/artisans?

• How can we construct our characters in such a 
way that they have an understanding of their 
present resources in the computational infra-
structure they inhabit and allow them to make 
use of this information in their activity? (i.e. are 
they running on a fast machine, running on a 
slow network, etc.)

• How can we construct them such that they can 
be seamlessly integrated into virtual environ-
ments containing both real and computer gen-
erated imagery? In other words, how can we 
integrate with the structured video work (a.k.a. 
Cheops) and layered media delivery work (a.k.a. 
Media Bank) going on in the Garden?

All of these questions are intertwined. The thesis will 
directly address the first three questions, while the latter 
two are important implementation issues that will be 
addressed in the high level design and implementation 
of the prototype testbed.
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III: The Approach
This section provides a brief overview of my answers to 
the questions posed in the previous section. Each of 
these issues is described and discussed in more detail in 
V: Proposed Solution. For each of the items I list here, I 
will also indicate whether it represents completed, 
ongoing, or proposed work, and the page(s) in which it 
is discussed more fully in this proposal.

In order to construct virtual actors which can sense and 
act in the virtual environment they inhabit, I characterize 
the functional components of a character as an 
interconnected network of goal agents, skill agents, 
and sensor agents. A given set of agents are connected 
together with a reactive planner based on an extended 
(for parallel action execution) implementation of Maes’ 
“spreading activation” planning algorithm1. This work 
was completed in 1991 for my SMVS thesis2 (pp. 5-9). 

Using Rasmussen’s3 characterization of the signs, signals, 
and symbols to which a virtual actor attends, I dealt with 
the issues of dividing the perceptual mechanisms of a 
virtual actor into the discrete sampler of the continuous 
variable (the receptor) and the computational black box 
which computed the truth value of a given assertion 
based on the current sample set (the sensor agent). This 
split has powerful consequences with regard to graded 
recruitment of resources and apportionment of attention 
by the virtual actor to itself and its environment (pp. 8-
9). This work is also complete, and has been integrated 
into the current implementation of the distributed, 
parallel planner and agent network.

In order to build actors that can be interacted with at the 
task level, it is necessary to facilitate the construction of 
sophisticated multi-modal user interfaces to manipulate 
virtual actors. To this end, I have extended the 
NEXTSTEP4 development environment to allow both the 
manipulation and visualization of character components 
(agents, shaders, shape, and behavior). This allows for 
levels of abstraction to built up for a given character, 
allowing guiding, animator, and task level5 interaction 
with a given character (pp. 11, 16-17). This work has 
been under development for the last few years, and is in 
use by several hundred users over the world. While there 
is still some development on this, the original software 

1. Maes, P. How to Do the Right Thing, Connection Science, Vol. 1, 
No. 3, 1989.

2. Johnson, M.B. Build-a-Dude: Action Selection Networks for Com-
putational Autonomous Agents, SMVS Thesis, Massachusetts 
Institute of Technology, Feb. 1991.

3. Rasmussen, J. Skills, Rules and Knowledge; Signals, Signs and 
Symbols and other Distinctions in Human Performance Mod-
els, IEEE Trans. on Systems, Man, and Cybernetics, vol. SMC-
13, no. 3 (May/June 1983).

4. NeXT Computer, Inc., “NeXT Development Tools and Tech-
niques Release 3”, Addison-Wesley, Reading, MA. 1993

5. Zeltzer, D. Representation and Control of Three Dimensional Com-
puter Animated Figures, Ph.D. Thesis, Ohio State University 
(August 1984).

tools have been functional for over two years.

In order to build the computational infrastructure 
necessary to build characters out of reusable parts 
authored by disparate groups of creators, it was 
necessary to use a single discrete time-based 
representation for the shape, shading and state of 
information of the characters and their environment. I 
used the RenderMan scene description protocol6 as a 
starting point for designing a language (eve) to fill this 
need (pp. 9-13). While I have had a working version of 
the language since the summer of 1993, work is still 
underway in understanding how to build and satisfy 
constraints between component objects in the 
language. Also, the full range of expression allowed even 
in the current language has not been exploited. Finally, 
frameworks need to be developed to better understand 
how to best build reusable parts using the eve language.

In order to construct characters that can be seamlessly 
integrated with both real and computer imagery, we 
must be able to resolve the discrete nature of 
computational simulation/animation with the desire to 
record a scene continuously (i.e. with no sampling 
artifacts). This problem is also intimately tied to the issue 
of giving a character’s components a valid sense of their 
dynamic computation and communication resources 
while executing. In other words, it’s vitally important to 
allow agents to have an understanding of how finely 
they are being sampled, so that they can adjust 
themselves accordingly. By decentralizing sampling 
frequency to the signal generators (the agents), and by 
using a framework that allows object-based 
reconstruction and interpolation of signals in the scene 
(eve), my system facilitate this (pp. 13-14).

6. Upstill, S. “The RenderMan Companion”, Addison-Wesley, 
Reading, MA 1989.
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IV: Related Work
Since this thesis is addressing an area of interest to 
researchers in both Artificial Intelligence and Computer 
Graphics, I will briefly discuss some relevant work in both 
areas. 

Computer Graphics
Task Level Animation
Zeltzer7 discusses a three part taxonomy of animation 
systems: guiding, animator level, and task level. Guiding 
includes motion recording, key-frame interpolation, and 
shape interpolation systems. Animator level systems 
allow algorithmic specification of motion. Task level 
animation systems must contain knowledge about the 
objects and environment being animated; the execution 
of the motor skills is organized by the animation system. 
The work being proposed for this thesis is a set of 
components needed for a task level animation system. 

In a task level animation system, there are several kinds 
of planning activity that can go on. In this work, I am 
concerned only with the lowest level of planning—what 
Zeltzer called motor planning. Motor planning is similar 
to the kind of problem solver proposed by Simon & 
Newell in their GPS; which Minsky calls a difference 
engine. 

“This reflects current notions of how animal
behavior is structured in what we call an expec-
tation lattice, in which motor behavior is gen-
erated by traversing the hierarchy of skills
selected by rules which map the current action
and context onto the next desired action.”8

Since I am concerned with this lower level of activity, I 
refer to the behavior of the characters I’m building as 
“semi-autonomous”, since they are usually being 
directed explicitly by some higher level control system. 
They do act and react autonomously within the given 
context of a task, but the selection of the original task is 
left to some other system.

Zeltzer and I have described a system that implements 
<describe and reference two papers>...

Physically-Based Modeling Techniques
Animated creatures which move realistically have long 
been a dream of computer graphicists. Recently, with 
the advent of physically-based modeling techniques, 
animated creatures exhibiting motion akin to the 
complexity of real creatures have been demonstrated. 
Physically-based modeling is a catch-all phrase used by 
the computer graphics community to denote the 

7. Zeltzer, D. Representation and Control of Three Dimensional Com-
puter Animated Figures, Ph.D. Thesis, Ohio State University 
(August 1984).

8. Zeltzer, D. Motor Problem Solving for Three Dimensional Com-
puter Animation, Proceedings of Proc. L’Imaginaire Numer-
ique, (May 14-16 1987).

simulation of Newtonian physics to help automate 
motion. It includes forward and inverse kinematics, 
forward and inverse dynamics, constraints, finite 
element, and finite difference techniques.

Using forward kinematic techniques, Zeltzer showed a 
biped with many degrees of freedom that could walk 
over uneven terrain9. His system was a step towards an 
animation system that allowed interaction at the task 
level, although the available motor skills of the animated 
figures were limited to forward locomotion.

Girard's PODA system has creatures that can walk, run, 
turn, and dance using kinematics and point dynamics.10   
Again the emphasis in this system is on the animation of 
legged locomotion, and allowing the animator control 
over its creation. Autonomy of the animated creatures is 
not the goal, rather intelligent and artistic control by the 
animator is.

 Sims designed a system for making creatures that, using 
inverse kinematics and simple dynamics, could navigate 
over uneven terrain.11 This system was notable in that 
the notion of “walking” was generalized enough that he 
could generate many different kinds of creatures that all 
exhibited different behavior very quickly. More recently, 
Sims has developed a system for quickly prototyping 
creatures embodying a set of physically-based behaviors 
by breeding them. He presents a genetic language that 
he uses to describe both the shape and the neural 
circuitry of the creatures.12 His work is most interesting 
in the context of building systems in which creatures are 
bred by using aesthetic decisions as fitness functions. 
This work, more than any other, shows the power of 
genetic techniques when applied to complex computer 
graphic character construction problems. 

Reynolds13 describes a system based on the actors 
model of distributed computation14 for animating the 
behavior of flocks and herds. The use of the actor model 
allows for a great amount of flexibility, but the 
communication overhead between actors imposed for 
their particular application is non-trivial (O(n2)).

 Also of note are Miller's snakes and worms, which use 
relatively simple notions about the motion of real snakes 

9. Zeltzer, D. Representation and Control of Three Dimensional 
Computer Animated Figures, Ph.D. Thesis, Ohio State Uni-
versity (August 1984).

10.  Girard, M. and A.A. Maciejewski, Computational Modeling for 
the Computer Animation of Legged Figures, Computer Graphics 
(SIGGRAPH ‘85 Proceedings), Volume 19, July 1985.

11.  Sims, K. Locomotion of Jointed Figures over Complex Terrain, 
SMVS Thesis, MIT Media Lab, 1987.

12. Sims, Karl, Evolving Virtual Creatures, SIGGRAPH Proceedings, 
1994.

13. Reynolds, C.W. Flocks, Herds, and Schools: A Distributed Behav-
ioral Model, Computer Graphics (SIGGRAPH Proceedings 
‘87), Volume 21, July 1987.

14.  Agha, G. Actors: A Model of Concurrent Computation in Distrib-
uted Systems, MIT Press, 1985.
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to generate quite interesting motion. The locomotion is 
controlled by a behavior function which allows the snake 
to be steered towards a target15.

 One of the most ambitious animated creatures to date is 
a dynamic hexapod that was developed here in the 
Computer Graphics & Animation Group at the MIT 
Media Lab by McKenna and Zeltzer.16 They 
demonstrated an articulated figure with 38 degrees of 
freedom, that uses the gait mechanism of a cockroach to 
drive a forward dynamic simulation of the creature 
moving over even and uneven terrain. It is an example 
of how successfully biologically-based control schemes 
can be adapted for computer animation. A virtual actor 
hexapod that uses the same gait controller and exhibits 
several simple behaviors has been also been 
demonstrated.17

More recently, Tu & Terzopoulos demonstrated a 
framework for the animation of fish that provides 
“realistic individual and collective motions with minimal 
intervention from the animator.”18 Their fish animations 
are remarkable life-like in their behavior, and show the 
power of combining state-of-the art behavior animation 
techniques with high quality shape and shading.

Animation Systems
 Badler et al. describes a system19 for translating NASA 
task protocols into animated sequences that portray 
astronauts performing specified tasks in a space station 
work environment. The focus of their research is 
concerned more with portraying and evaluating human 
motor performance for specified tasks, or for instructing 
agents in the performance of tasks, rather than the 
development of architectures for representing and 
implementing virtual actors. More recently, they discuss 
the larger issues in building virtual humans20, with 
particular emphasis on interacting with the virtual 
humans through spoken natural language. Their system 
is far and away the most comprehensive with regard to 
modeling human figure motion, although they are not 
concerned with the autonomous reactive behavior of the 
virtual human in its environment, but rather realistic 
human motion that can be used predictively for human 

15. Miller, Gavin, The Motion Dynamics of Snakes and Worms, 
Computer Graphics (SIGGRAPH Proceedings ‘88), August 
1988.

16. McKenna, M. A Dynamic Model of Locomotion for Computer 
Animation, SM Thesis, MIT Media Lab, January 1990.

17. McKenna, M. S. Pieper, and D. Zeltzer, Control of a Virtual 
Actor: The Roach, Proceedings of 1990 Symposium on Interac-
tive 3D Graphics, March 1990.

18. Xiaoyuan, T, and D. Terzopoulos, Artificial Fishes: Physics, 
Locomotion, Perception, Behavior, Computer Graphics, (SIG-
GRAPH ‘94), July 1994.

19. Badler, N.I. and B.L. Webber, Animation from Instructions. in 
Making them Move: Mechanics, Control, and Animation of Artic-
ulated Figures, Morgan-Kaufmann 1991

20. Badler, Norman I., Cary B. Phillips, and Bonnie Lynn Web-
ber, Simulating Humans: Computer Graphics Animation and 
Control. 1993, New York,     NY: Oxford University Press.                                                    

factors studies.

Reeves et.al21 describe an animation system called Menv 
(“modeling environment”) which is most notable 
because of its successful usage in the creation of some of 
the most compelling computer-based character 
animation to date (“Luxo Jr.”, “Red’s Dream”, “Tin Toy”, 
“Knick-Knack”, Pixar’s Listerine and LifeSaver 
commercials, etc.).They discuss the concept of 
articulated variables22 in their modeling language, ML. 
ML is a C-like23 procedural language in which animation 
is effected by allowing certain variables to change over 
time. Although I didn’t know of this work until after I’d 
designed my system, this work and its authors directly 
inspired and shaped my later work on eve (a modeling 
and coordination language), as will be described in next 
section.

Materials & Scene Description Languages
Cook24 first proposed a flexible tree-structured shading 
model that can be used for specifying complex shading 
parameters with a small number of parameters. This 
work was especially interesting in showing the diverse 
ways that textures could be used to modify the shading 
of a given piece of geometry. This work was eventually 
extended by Hanrahan & Lawson25 to a compiled 
language (the RenderMan Shading Language) used by 
the RenderMan26 scene description protocol.

Sims work on his “evo” system27, in which 2D images 
are bred by a combination of a special purpose 
language, genetic techniques, and aesthetic fitness 
functions provided interactively by a user, is interesting 
in pointing the way towards future systems where a user 
iteratively develops an algorithmically generated image 
by high level interaction only. This work has obvious 
implications for breeding 2D procedural textures which 
could correspond to complex natural phenomena.

Recently, the issues of modeling natural phenomena by 
procedural texturing and modeling have been addressed 
by several researchers28. Most of the examples in this 
book are given using the RenderMan Shading Language.

21. Reeves, William T., Eben F. Ostby, Samuel J. Leffler, “The 
Menv Modelling and Animation Environment”, The Journal of 
Visualization and Computer Animation, Vol 1:33-40 (1990).

22. ibid.
23. Kernighan, B.W. and D. Ritchie, The C Programming Language, 

Prentice-Hall, 1978.
24. Cook, Robert L., Shade Trees, Computer Graphics (SIGGRAPH 

‘84 Proceedings), volume 18, pages 223-231, July 1984.
25. Hanrahan, P, and J. Lawson, A Language for Shading and Light-

ing Calculations, Computer Graphics (SIGGRAPH ‘90 Pro-
ceedings), August 1990.

26. Upstill, S. “The RenderMan Companion”, Addison-Wesley, 
Reading, MA 1989.

27. Sims, Karl, Artificial Evolution for Computer Graphics, Com-
puter Graphics (SIGGRAPH ‘91 Proceedings), volume 25, 
pages 319-328, 1991.

28. Ebert, David S. (ed.), F. Kenton Musgrave, Darwyn Peachey, 
Ken Perlin, and Steven Worley, Texturing and Modeling: A Pro-
cedural Approach, Academic Press, 1994. 
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Artificial Intelligence
Minsky describes a theory in which a mind is composed 
of a society of interacting parts, each of which, 
considered by itself, is explicable and mindless, that he 
calls the Society of Mind.29   The work done by Travers for 
the Vivarium project here at the Media Lab contains 
good examples of systems of agents that are 
autonomous and exhibit interesting behavior. 30 His 
ideas are loosely based on Minsky's Society of Mind 
theory and model the behavior of groups of insects 
using perception sensors of the environment and agent-
based representations of the state of each insect's 
“mind”.

Agre and Chapman have developed a theory of general 
activity. They argue that there are two kinds of planning, 
which can be referred to as capital-P Planning and small-
p planning. They contend that much of AI research is on 
Planning, while what people actually do a lot more of is 
planning. This is similar to Zeltzer's discussion of motor 
planning as a subset of more general problem solving 
skills. Their work on Pengi31 is quite interesting because 
of their assertion that “we believe that combinatorial 
networks can form an adequate central system for most 
activity.”

Wilson describes the animat problem in32which seems to 
agree well with the ethological approach Zeltzer has 
long advocated:

“To survive in its environment, an animal must
possess associations between environmental
signals and actions that will lead to satisfaction
of its needs. The animal is born with some
associations, but the rest must be learned
through experience. A similar situation might
be said to hold for an autonomous robot (say
on Mars or under the sea). One general way to
represent the associations is by condition-
action rules in which the conditions match
aspects of the animal's environment and inter-
nal state and the actions modify the internal
state or execute motor commands.”

He describes a system using a classifier system (a variant 
of the Genetic Algorithm33) to approach the problem of 
an animat in a 2D environment.

At Case Western, researchers are building a simulated 
insect, the Periplaneta Computatrix.34 The design of the 

29. Minsky, M. “The Society of Mind”, Simon and Schuster, N.Y, 
N.Y. 1987.

30.  Travers, M.D. Agar: An Animal Construction Kit, SM Thesis, 
MIT Media Lab, 1989

31. Agre, P and D. Chapman, Pengi: An implementation of A The-
ory of Situated Action, Proceedings of AAAI-87, 1987.

32. Wilson, S, Classifier Systems and the Animat Problem, Machine 
Learning, 1987.

33.  Goldberg, D.E., Genetic Algorithms, Addison-Wesley, 1989.
34.  Beer, R.D., L.S. Sterling, and H.J. Chiel, Periplaneta Computa-

trix: The Artificial Insect Project, Tech Report TR-89-102, Case 
Western Reserve University, 1989.

insect, and the nervous system that controls it, are 
inspired by the neuroethological literature on several 
natural animals.

In work directed toward constructing autonomous 
robots35, Maes has described the details of the 
connections among skills (competence modules in her 
terminology) for a “situated” agent. In her action 
selection network, each motor skill has a set of 
preconditions (the condition list) that must be true in 
order for the skill to execute. In addition, there is a set of 
predictions about the state after the motor skill has 
executed: an add list of propositions expected to 
become true once the skill has executed, and a delete 
list of propositions that will no longer be true. Skills are 
interconnected through these preconditions, add and 
delete lists in the following ways: a skill S1, that, when 
executed, will make true the precondition for another 
skill S2 is called a predecessor node, and S1 may receive 
activation energy from S2. A skill S2 that has a 
precondition that will be made true by some other skill 
S1 is a successor of S1 and receives activation energy 
from S1. There are also conflicter relationships that 
correspond to inhibitory connections among nodes.

Importantly, Maes has introduced the notion of 
spreading activation, which provides for graded 
recruitment of motor resources—potentiation is not a 
binary switch, but a continuous quantity, so that a skill 
may be potentiated by varying amounts. This is also in 
agreement with the ethological account. The process of 
action selection takes into account the global goals of 
the agent, as well as the state of the world. Activation is 
spread to the skills from the goals and the state, and 
activation is taken away by the achieved goals which the 
system tries to protect. Activation is sent forward along 
the predecessor links, and backwards along the 
successor links; activation is decreased through the 
conflicter links, and each skill's activation is normalized 
such that the total activation energy in the system 
remains constant. If all the propositions in the condition 
list of a skill are satisfied in the current state of the world, 
and that skill's activation energy is higher than some 
global threshold (as well as being higher than all the 
other modules in the network), that skill is invoked to 
perform its assigned action (thereby adding the 
propositions in its add list to the state and removing 
those on its delete list) and returns. If no skill is selected, 
the global threshold is reduced by some amount. Either 
way, the spreading of activation continues, as described 
above. 

Rod Brooks has argued that AI should shift to a process-
based model of intelligent systems, with a 
decomposition based on “task achieving behaviors” as 

35. Maes, P. How to Do the Right Thing, Connection Science, Vol. 
1, No. 3, 1989.
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the organizational principle.36 He described a 
subsumption architecture based on the notion that later, 
more advanced layers subsume earlier layers, in a sense 
simulating the evolutionary process biological organisms 
have undergone. He argues that AI would be better off 
“building the whole iguana”, i.e. building complete 
systems, albeit simple ones, rather than some single 
portion of a more complex artificial creature.37 To this 
end, Brooks has spearheaded the construction of several 
successful (to varying degrees) mobile robots.

One example of a mobile robot based on the 
subsumption architecture was programmed by Maes to 
learn how to walk.   The algorithm was similar to the one 
previously described by Maes (and the one implemented 
in my SMVS thesis38) with the addition of simple 
statistically based learning 39. In the chosen domain 
(hexapod walking), the algorithm proved appropriate 
and accomplished its goal, although it is unclear how 
well it scales or transfers to other domains.

Maes’ early work on reflective systems40, coupled with 
work by Malone et.al.41 concerning the economics of 
computational systems, is especially relevant when 
considering how to build systems that can modify 
purposefully modify themselves based on a notion of the 
computational milieu they are embedded in.

The work by Bates and his students on the Oz project42 
at Carnegie-Mellon concerns similar topics proposed for 
this thesis, although their approach is wildly different. 
Their work emphasizes the broad but shallow 
capabilities of their agents, but they say very little about 
how they plan to wed the interesting AI capabilities they 
have been developing with computer graphic systems. 
Their Woggles system is engaging, but their interest 
seems to lie in using it as a litmus test to show that they 
are on the right track rather than as any sort of 
framework to modify and improve the characters.The 
work being proposed in this thesis is intimately 
concerned with the process of creating characters; while 
their work focuses on the artifact of the particular 
creatures. I will argue in the thesis that this is a 

36.  Brooks, R.A. A Robust Layered Control System for a Mobile 
Robot, IEEE Journal of Robotics and Automation, 2,1, 1986.

37. Brooks, R.A. The Whole Iguana, Robotics Science, MIT Press, 
1989.

38. Johnson, M.B. Build-a-Dude: Action Selection Networks for Com-
putational Autonomous Agents, SMVS Thesis, Massachusetts 
Institute of Technology, Feb. 1991.

39. Maes, P. and R.A. Brooks, Learning to Coordinate Behaviors, 
Proceedings of AAAI-90, 1990.

40. Maes, Pattie. Computational Reflection, Technical Report 
87.2, Artificial Intelligence Laboratory, University of Brussels, 
1987.

41. Malone, T.W. et.al Enterprise: A Market-Like Task Scheduler for 
Distributed Computing Environments, in “The Ecology of Com-
putation”, ed. B.A. Huberman, Elsevier Science Publishing, 
1988.

42. Bates, Joseph, Virtual Reality, Art, and Entertainment, in Pres-
ence: The Journal of Teleoperators and Virtual Environ-
ments, MIT Press, 1991.

fundamental difference in approach, and an important 
one.

Blumberg’s recent work on Hamsterdam43, on the other 
hand, is an excellent example of a successful marriage of 
ethologically inspired AI control systems hooked up to a 
sophisticated real-time graphics system. Blumberg 
emphasizes the ethological basis for his planner, and is 
concerned with building animal-like creatures that can 
be interacted with in real-time. In contrast, the work 
being proposed here is more concerned with iteratively 
building up scalable behaviors that are not necessarily 
wedded to real-time systems, but can adapt themselves 
at run-time to the computational capabilities of 
computing environment they find themselves in. Also, 
this work is more concerned with the general question 
of building virtual actors, whose internal mechanisms 
may or may not have a basis in ethology.

43. Blumberg, Bruce. Action-Selection in Hamsterdam: Lessons from 
Ethology, in: Proceedings of the 3rd International Conference on 
the Simulation of Adaptive Behavior. Edited by: S. Wilson, J.M. 
Arcady, P. Husbands, D. Cliff,     MIT Press, 1994.                                                                
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V: Proposed Solution
This section looks at issues surrounding the questions 
posed in Section 2 and answers them in the context of 
the system I am proposing.

How can we construct virtual actors in such a 
way that they are able to sense and act in the 
virtual environments they inhabit? 

In my approach, I view things from a single character’s 
perspective. From that vantage point, there is only the 
character itself (its mind and body) — everything else is 
considered the “world”. Parts of the mind have both 
drives (constant, long-running goals) and desires (once-
only goals that disappear when satiated). Parts of the 
mind measure, perceive, and act on other parts of the 
mind, the body, and the world. But what is the virtual 
actor’s mind composed of, and how does it perceive and 
act on it?

To facilitate the discussion, let us imagine the simplest 
interesting computational character we can: a point on 
line. The body of the character is a point, its mind is 
some amorphous collection of invisible processes and 
blackboard44, and its world is a line of some finite 
extent. To make this discussion a little clearer, let’s refer 
to the character (the combination of its mind and body) 
as Point.

Let the virtual environment be completely defined as the 
line segment inclusively bounded by xMin and xMax, 
where

Point’s body is completely defined by its location: 

such that:

and position(time) is a function defined somewhere in 
the mind.

At this point, Point is rather single-minded: it just wants 
to stay at the location it calls “home”, where home is a 
function also contained in Point’s mind that, when 
evaluated, returns the desired value of x. 

This implies several things: Point has some way of stating 
this desire (i.e. “I want to not be away from home”), it 
has some way of trying to fulfill this desire, and it has 
some way of measuring whether or not the desire is 
satisfied. Since each part of Point’s mind is a simple but 
autonomous entity in its own right, we refer to each as 
an agent, using the “classic” definition of agent by 

44. Hayes-Roth, B. A Blackboard Architecture for Control, in 
“Readings in Distributed Artificial Intelligence”, Ed. 
by Bond, A. and Gasser, L., Morgan Kaufmann, 1988.

xMaxxMin <

( )x = timeposition

xMaxxxMin ≤≤

Marvin Minsky: 

“Any part or process of the mind that by itself is
simple enough to understand — even though
the interactions among groups of such agents
may produce phenomena that are much
harder to understand.”45

We refer to the desire itself as a goal agent, the ability 
to affect the body and the world as a skill agent, and 
the perceptual mechanism that can sense whether or 
not the desire is satisfied as a sensor agent. More 

precisely, in Point’s case, its mind consists of:

• a sensor agent 
• a goal agent
• a skill agent 
• two function definitions:  

• point()  
• home()

The single sensor agent can be expressed as the 
function:

Note that the sensor agent is defined inversely from how 
you might think: it is defined as 1 (i.e. True) when Point 
is not at home, as opposed to True when he is at home.

The single goal agent can be expressed as the desired 
relation: 

It’s vitally important to note that the sensor agent and 
the goal agent use functions which may change over 
time, where there is assumed to be some single global 
time value that can be freely accessed. Since the 

45. Minsky, M. “The Society of Mind”, Simon and Schuster, N.Y, 
N.Y. 1987.

Connected to the virtual environment or the
internal state of the character via its receptors,
they only report back True or False.
e.g., doorIsOpen, IAmStanding,
anEnemyIsNearby

Skill Agent

They act in the virtual environment and/or on
the body of the character.  As opposed to
sensor� agents, skill agents can communicate
directly with the virtual environment and the
dude’s  shape, shading, and state.
e.g., closeDoor, sitDown

Goal Agent

They are defined in terms of sensor agents.
This makes sense, because in order for a goal
to be known to have been satisfied, the
character needs to be able to perceive that it
has been satisfied.
e.g., doorIsOpen, IAmStanding

Sensor Agent

( ) ( ) ( )( )
( ) ( )( )timehometimepositionif 0

timehometimepositionif 1
timesensorAgent ≅

≡=

( ) 1timesensorAgent ≡
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character and its environment are distributed discrete 
systems, we also need to consider how often each of 
these functions are evaluated. There is some cost 
associated with evaluating any given function, so it is 
important to carefully consider how often it is evaluated, 
as the character has some finite set of computational 
and communication bandwidth resources.

By modulating the frequency at which the underlying 
functions are reevaluated, it is possible to embody the 
“attention” of the character to different facets of itself 
and its environment. For example, the sensor agent 
might only have evaluated the home() function at the 
beginning of a scene, at which time Point considered 
12.7 to be home. Five minutes later however, Point, who 
may have been stranded far from home in the negative 
numbers, changes its mind and decides that it’s happy 
living at -77.2, and that is now considered home. This 
could happen if perhaps the goal agent, frustrated at the 
fact that it still has not been satisfied after some time, 
resigns itself to fate and thereby changes the definition 
of the home() function. If the sensor agent doesn’t take 
the time to reevaluate the home() function, part of the 
society that comprises Point’s mind will be under the 
delusion that it still longs for home, never realizing that 
other parts of its mind contain information that might 
avoid such consternation.

The solution I developed was inspired by a notion from 
Rasmussen who talked about the signals, signs, and 
symbols to which a virtual actor attends:

“Signals represent sensor data — e.g., heat,
pressure, light — that can be processed as con-
tinuous variables. Signs are facts and features
of the environment or the organism.”46

I realized that sensor agents corresponded directly to 
signs, but I needed some sort of representation for 
signals. In WavesWorld, these would be something that 
digitally sample continuous signals in either the virtual 
actor or the virtual environment. 

In addition to allowing a computational character to 
conserve its computational resources, this is useful for 
encoding assumptions of the character about the 
dynamics of itself and its environment. Since agents are 
separate entities from the world, the character’s body, 
and the other parts of the character’s mind, they use 
computational devices called receptors to implement 
this distributed sampling.

Receptors consist of a probe and a transmitter that are 
“injected” by agents into either the virtual actor (i.e. the 
shared blackboard in its mind or in its body) or the 

46. Rasmussen, J. Skills, Rules and Knowledge; Signals, Signs and 
Symbols and other Distinctions in Human Performance Mod-
els, IEEE Trans. on Systems, Man, and Cybernetics, vol. SMC-
13, no. 3 (May/June 1983).

virtual environment. Each receptor has a sampling 
frequency associated with it that can be modified by the 
agent that injected it. These probes sample at some rate 
(say, every 1/30 of a second or every 1/2 hour) and if 
their value changes by some epsilon from one sample to 
the next, they transmit a message containing the new 
value to the appropriate agents, which prompts the 
agent to recalculate itself.

One of the driving assumptions behind the receptors/
sensor agents split is that a receptor will be evaluated 
many times relative to the sensor agent, so a given 
receptor should be computationally simpler than the 
sensor agents using them. They represent an assumption 
that communication is expensive compared to 
computation; it is cheaper for a sensor agent to embed a 
computation somewhere else than to keep asking for the 
value and determining itself if the value has changed 
enough for it to recalculate itself.

Another important function of the receptor/sensor agent 
split is to separate what can be directly measured in the 
character and the environment vs. what suppositions 
can be made using that information. In other words, a 
careful distinction is made from signals (i.e. what can be 
measured directly) and signs (what assertions can be 
made from what is measured). In Point’s simple world, 
only its notion of where home is and where Point 
currently is can be measured—nothing more. But using 
just that information, we could write a function called 
howAmIFeeling() that would allow Point to be happy 
(perhaps if it’s close to home), sad (if it’s far from home), 
frightened (if it’s very far from home), etc. It’s important 
to note that it may or may not have ways of expressing 
these states in its body, if the degrees of freedom in its 
mind are greater than the degrees of freedom in its 
body. 

Each receptor computes its value at a given sampling rate. If the
value changes significantly  from the last time, it sends a message
to the sensor agents it is connected to.

1/30 sec. 1/60 sec.5 sec.
environment character

Sensor Agent Sensor Agent

Receptor ReceptorReceptor
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So what if Point has some desire which is unfulfilled? 
Assuming conditions are right, its skill agent is invoked. 
The skill agent’s exterior is defined by: 

• the conditions it needs to be true before it can
be invoked 

• a set of predictions about the world after it
completes 

• a black box which implements its functionality

Both the conditions and predictions are expressed with 
regard to sensor agents, since they must be perceivable 
by the virtual actor to be used.

In the case of Point’s single skill agent, it requires that 
Point’s single sensor agent returns 1, and it predicts that 
once it has completed, the sensor agent will return 0. 
Assuming it is called, it then executes the black box that 
implements its functionality.

This feedback loop — a goal agent expresses a desire, a 
sensor agent perceives that it is unfulfilled, and a skill 
agent is invoked in an attempt to satisfy it— forms the 
basis of a semi-autonomous character’s behavior in a 
virtual environment. As more agents are added to the 
mind, the interconnections of desire and perception 
become more complex, requiring more complex 
planning mechanisms. One such approach was 
described and implemented in my SMVS thesis 
system47, and its current successor is used in 
WavesWorld. While the implementation has been tuned 
a bit, the algorithm has remained essentially the same.

4.1.3 What are skill agents acting on? What are sensor agents sensing?
The preceding simple example showed a one 
dimensional character in a two dimensional world: the 
extent of the line, and time. This thesis, on the other 
hand, is addressing the question of building characters 
that exist in a four dimensional space, where they have 
size and shape in three dimensions and exist over time. 
Thus far, I haven’t talked about what the skill agents are 
acting on, nor have I been more specific about what 
exactly receptors and sensor agents can perceive in such 
a higher dimensional space. Coming up with an 
appropriate representation for them to act on and to 
measure will be one of the contributions of this thesis. 

Clearly, any such representation has to be at the 
appropriate level of abstraction for the kinds of virtual 
actors I want to build. I don’t want to have to solve the 
vision problem in order to give my characters 
knowledge about the space they’re in, but I also don’t 
want it to be so abstract that they can’t reason 
concretely about the spaces and stuff they are perceiving 
and acting upon. 

47. Johnson, M.B. Build-a-Dude: Action Selection Networks for Com-
putational Autonomous Agents, SMVS Thesis, Massachusetts 
Institute of Technology, Feb. 1991.

Given that the broad domain of characters I am 
interested in are 3D, it makes sense to look for some set 
of composable 3D modeling primitives to describe a 
character’s shape, shading and internal state, as well as 
the shape, shading, and perceivable properties of the 
environments they inhabit. Once a set of primitive 

objects is decided on, we want to define a language 
atop them, so that we have a means of combination and 
a means of abstraction. There are several key issues 
concerning the design of such a language: 

·• It should contain a set of 3D modeling, transfor-
mation, and material primitives that can mini-
mally but completely describe a photorealistic 
3D scene.

·• Time must be an integral component of the 
modeling language, and deal with such ques-
tions as: how are the primitives related over 
time? Are they interpolatable? How is the dis-
crete nature of animation reconciled with a 
desire to express behavior (i.e. modeling over 
time) as a continuous function over time? 

·• The primitives must allow construction of com-
posite objects which avoid the “impedance mis-
match” (see the next section) apparent in other 
systems that attempt to mix AI and CG. 

Luckily, there already exists a photorealistic48 scene 
description interface: RenderMan.49 In much the same 
way PostScript50 is a way of describing the contents of a 
2D page, RenderMan is used to describe a 3D scene. A 
crucial difference is that RenderMan is not a language 
like PostScript, but rather a protocol between modeling 
programs and rendering programs. Since it is not a full 
language, writing to the RenderMan interface and 
parsing an input stream from it is much easier than 
writing a full language parser.

Of course, since we do need a full computational 
language to combine primitives and build up 
abstractions with, we need to define one atop 
RenderMan. My solution to this is a language (with 

48. photorealistic in this context is loosely defined as describing 
an image that can be seamlessly integrated with high quality 
live action film. This implies accurately simulating the opti-
cal properties of different materials and light sources, as well 
as a properties of real cameras, like depth of field and motion 
blur.

49. Pixar, The RenderMan Interface, Version 3.1, September 1989.
50. Adobe Systems, The PostScript Language Reference Manual, 

Addison-Wesley, 1991.

Shape Shading Other State

· tired
· left-handed
· near sighted
· kind of nervous
· likes Lou Reed
· loves beer 
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attendant compiler, run-time system, and object 
framework which the language compiles into) called 
eve. This framework combines a core set of objects atop 
the RenderMan interface, an extensible set of composite 
objects built atop the core, a run-time system to 
maintain constraint relationships between objects, a 
high level extensible language for writing models in, and 
a compiler to transduce from the language to the 
objects and to set up the run-time constraints between 
the objects.

By building characters and their environments out of eve 
objects, I have a uniform representation that can be 
manipulated and measured by the sensors and effectors 
of our virtual actors. Given such a uniform 
representation, we have the opportunity to build 
reusable parts (i.e. shapes, shaders, agents, receptors) 
that can be shared among virtual actors, and virtual 
actors that can function in different virtual 
environments.

Avoiding “impedance mismatch”
One of the difficulties in coming up with a 
representation for describing a character and its 
environment is doing it in such a way that changes in 
one system (AI/mind or CG/body) are perceivable as 
such in the other. For example, if the room that a 
character has in it has a varnished wood plank floor, we 
would like the character to be able to perceive that.

 If suddenly the wood planks were twice as wide, or if 

atomic renderable objects

The RenderMan Interface

eve compiler & run-time system

composite renderable objects

eve language

fixed

fixed

extensible

extensible

extensible

the wood floor was replaced by ceramic hexagonal tiles, 

we would also like our character to be able to perceive 
this. 

The difficulty is this: how do we describe the floor 
material in a way that both the AI system can perceive it 
(i.e. know that it’s wood, perhaps the colors of wood or 
the type, the width and length of the planks, etc.) but 
also describe it in a way that the CG system can render 
it? One way that is often used is to have really two 
different representations: a texture map containing an 
image which gets mapped onto the floor, and a set of 
descriptions that correspond to the tagged information 
the AI system can read. Unfortunately, since there is no 
real constraint maintaining the correspondence between 
the two, if the underlying texture changes, the 
information may or may not get updated. Also, since the 
texture was either scanned or generated beforehand by 
some unknown process, we have no ordered way to 
manipulate it to change any of its underlying aspects in 
any ordered fashion (i.e. change just the wood color, 
make the wood knottier, make the planks different sizes, 
etc.).

A better approach would be to describe the material 
once, in a way that is both perceivable by the AI system 
and able to be used directly by the CG system to render 
the material when the rest of the scene is rendered. This 
implies a language which can describe arbitrary 
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materials. In WavesWorld, I use the RenderMan Shading 
Language (see section 3) for this task, which allows a 
wide variety of material and lighting effects to be 
controlled at an appropriate level of functional 
abstraction. By writing “shaders” (small programs which 
describe light and material interaction) in a particular 
way, I can describe surfaces in such a way that both the 
AI system can perceive it and the CG system can render 
it. One of the challenges of this thesis work will be to 
come up with a useful taxonomy of shaders and their 
parameters for use in building reusable characters and 
their environments.

How can we construct virtual actors such that 
users can interact with them at the task level? 
What is the infrastructure we need to compose 
such characters out of reusable parts authored 
by disparate groups of modelers/animators/
artisans?

In WavesWorld, the “user” is really a developer of a 
character and its environment. They need to be able 
have complete access and control over all facets of the 
underlying representation. Like an end user, though, 
many times they want the underlying complexity hidden 
and abstracted away so that they can concentrate on 
some particular aspect of a character. It’s important to 
facilitate moving between these levels and points of 
view: zooming in on some aspect, then stepping back 
for a gestalt view, peering in closely to check a particular 
value, then sitting back and watching the character 
behave for awhile.

The key issue here is how to build our characters in such 
a way that we can easily build multiple perspectives atop 
them. In other words, allow both controlled, numerical 
access (“scale the eye by 1.6”) as well as facilitate higher 
level specification of interconnected aspects of a 
character (“make him look ‘hungover’”). Sometimes a 
developer might want to tweak one particular part of a 
character’s shape or activity; other times they might 
want to manipulate several different parameters with the 
same gesture. Other times they might want to only 
choose among a set of reasonable values. In all cases, the 
underlying model might be exactly the same, but each 
interaction with the model might be at a different level 
of detail or abstraction.

Assuming we are building our actors out of eve objects, 
we need a way to build up abstractions of the 
constituent parts, and then allow constrained access to 
these parts. This implies a set of development tools and 
techniques to aid the construction of the character’s 
shape, material properties, sensors, and effectors. 

If we consider the eve objects comprising our character 
and its environment as an object database that has the 
potential for change over time, we see that what we 

really want to be able to do is to manipulate and visualize 
the contents of that database, and move back and forth 
freely in time, with no information loss. Therefore, we 
want a system that allows us to easily map user 
interactions to directly manipulate fields in the database, 
and also facilitates wiring up output facilities to visualize 
particular fields in the database. 

In my case, I've extended arguably the most advanced 
commercial development environment available 
(NEXTSTEP51) and leveraged it to serve as a 
development and debugging environment for my 
system. This affords me high interactivity and fast 
iterations of the design process. I have several hundred 
users from all over the world of my extensions to 
NEXTSTEP's development environment, and have been 
incorporating their suggestions over the last year, so I'm 
reasonably certain of its high degree of usability and 
effectiveness.

By using my system, users can manipulate characters at 
the guiding, animator, or task level52. In its most 
mundane application, sliders and buttons can be 
attached to various parts of the character to both 
manipulate and visualize the current state of the 
character or its environment. On a more sophisticated 
level, images and motion sequences can be attached to 
views that can be dragged and dropped in a 2D 
environment, allow the redefinition of variables and 
procedures in eve, allowing for simple visual 
programming. More esoteric user interfaces devices, like 
speech or other modalities can also be easily 
accommodated with the current system. For example, I 
easily integrated the Physics & Media Group’s electric 
field sensor (the “fish”) into my toolbox of user interface 
tools, where it can be used to guide motion directly, 
modulate some algorithmic motion, or be used to 
engage the character in some task.

Sophisticated graphical user interfaces can be quickly 
developed to allow users to control the creation and 
control of goal agents, as well as the manipulation of the 
strength coefficients of sensor agents. By building a 
development and prototyping environment that allow 
flexible mappings between UI components and the 
object databases comprising the character and its 
environment, I have a powerful solution to the 
construction of task level interaction environments. For 
an example of this, see section 5.4.

Supporting Iterative Behavior Construction
In WavesWorld, skill agents are autonomous processes 
which actively sense and act on a virtual actor and its 

51. NeXT Computer, Inc., “NeXT Development Tools and Tech-
niques Release 3”, Addison-Wesley, Reading, MA. 1993.

52. Zeltzer, D. Representation and Control of Three Dimensional 
Computer Animated Figures, Ph.D. Thesis, Ohio State Univer-
sity (August 1984).
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environment. They affect the environment by calling 
parameterized motor programs. These motor programs 
might be as simple as rotating about a single joint, or as 
complex as dynamically maintaining the balance of a 
complex articulated figure. In general, I refer to both skill 
agents and the particular parameterized motor 
programs as behaviors.

In building a supportive infrastructure and environment 
for constructing behaviors, we need to support both 
quickly developed (but perhaps brittle) behaviors as well 
as the careful, iterative construction of highly flexible 
and reusable behaviors. Any system which only supports 
one or the other will either never be able to do more 
than simple demos or will never have any users, as the 
learning curve will be too steep.

 For example, let’s look at a simple behavior for touching 
an object with a hand. We need to allow the quick 
prototyping of this behavior, something like this:

defSkillAgent TouchObject {aHandIsFree objectNearby}
{ determine where the hand is

determine where the object we’re supposed to touch is
determine how long we’re supposed to take to do the action

for (duration)
{ move the hand towards the object
}

} {} {}

This very simple behavior will work fine in a static 
environment where no other agents are attempting to 
move the hand and no outside force is influencing it, but 
is obviously very brittle. What if the creature has two 
hands, but only one is engaged? What if both are 
engaged; might not it use an elbow or a hip? What if 
some other behavior also begins trying to move the 
hand during the course of the activity? What if the 
object moves while the hand is being moved toward it? 
What if something is impeding the hand from moving 
forward? What if the character is scared, mad, or 
nervous? We might decide that we want to write a new 
behavior that works something like this:

defSkillAgent TouchObject {aHandIsFree objectNearby}
{ determine if we’re left or right handed

see if our preferred hand is in use; if not, use it
if both hands in use, exit
otherwise, determine where the hand is
determine where the object we’re supposed to touch is
determine how long we’re supposed to take to do the action

set timeLeft to the how long we’re supposed to take

while (timeLeft && notTooAnnoyed)
{ check where the object is

if it moved
potentially set notTooAnnoyed to False depending on 
 mood and how many times it’s moved thus far

else 
check where the hand is

if it is where we expected it to be 
if nervous

move it a bit closer, perturbing it scaled by nervous
else

move it a bit closer
else 

potentially set notTooAnnoyed to False depending on 
 mood and how many times it’s moved thus far

decrement timeLeft
}

} {} {}

This behavior is much more flexible than the first, 
although it also could be extended and made even more 
subtle and interesting. We want to be able to support 
the construction of both of these sorts of behaviors, and 
allow the iterative development from the quickly 
developed brittle behavior to the more flexible one. By 
developing the testbed that I’ve written, I can easily try 
out different kinds of behaviors, and iterate over a 
variety of solutions to a given behavior problem.

Namespaces 
Another difficult problem that the sensor/effector 
framework must deal with is one of name spaces: how 
can we construct effectors which refer to the character 
and its world in a specific enough way to subtly control 
their properties, but also in a generic enough way that 
they can be reused for different characters and 
environments? How can we build sensors which know 
how to recognize the properties in the environment they 
are trying to perceive? This is an area I'm still struggling 
for a solution with; right now I'm thinking in terms of 
using notions of genre/convention/scenarios to help 
develop broad categories, from which names of specific 
abilities and parts can be culled. This may lead to some 
sort of taxonomy of activities and environments, as well 
as ideas for frameworks or protocols which characters 
might conform to in order to be able to operate in a 
given environment or task context.
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How can we construct skill agents such that 
they have a valid sense of their presence in the 
computational infrastructure they inhabit? How 
can we build them in such a way that they can 
assist the system in properly sampling them?

One useful way to think about skill agents and the 
behaviors they embody is as signal generating functions. 
A simple skill agent that bends a character’s elbow and 
rhythmically rotates about the wrist to wave hello 
generates a signal over time which can be broken down 
into its constituent signals over time: the rotation value 
about the elbow and the rotation about the wrist. 

Take a version of this behavior that is intended to show 
some hesitation in beginning the wave. Perhaps rotating 
the elbow a bit, pausing, rotating it down a bit, and 
then finally rotating it the full amount we need. We need 
to ensure somehow that the high frequency component 
of the signal (the short hesitation at the beginning of the 
action) is properly sampled so that the signal doesn’t 
alias. For example, if the hesitation (the rotating the 
elbow up, pausing, rotating down) goes on over the 
course of 1/10 of a second, but the scene is only being 
sampled at 1/15 of a second intervals, the signal 
corresponding to the elbow rotation is being 
undersampled and will alias in the subsequent recording 
of the activity.

If, on the other hand, the skill agent had facilities for 
determining what the current sampling rate was (which 
might be mediated by such things as the fact that the 
computer the skill agent is on is relatively slow or that 
the communications bandwidth between the agent, the 
character and the world is low), the skill agent might 
decide to perform its task differently, such that it would 
generate a signal that would be properly sampled. For 
example, the skill agent might decide to show hesitation 
by just not beginning the elbow rotation for the first 
20% of the allotted time, and then raise the elbow. This 
signal (essentially setting the elbow rotation to 0) would 
be properly sampled given the sampling rate of the 
scene. Note that this simulation sampling rate is 
completely decoupled from frame rate: this simulation 
could be rendered at any frame rate, irrespective of the 
simulation rate. If the simulation has properly sampled 
the behavior functions in it, the frame rate can be wholly 
arbitrary, and will not exhibit aliasing in the animation of 
the character (see next section).

Another important consideration is that, due to 
computer load, network traffic, current complexity of 
the character’s activity, and current complexity of the 
environment, the sampling rate of the signal being 
generated by the skill agent might change, and 
therefore any facilities that inform the skill agent must be 
dynamic over the course of the skill agent’s execution. 
This is a similar problem to that addressed by Maes’ 

work on computational reflection53, but with an 
interesting distinction. Maes speaks of reflection as the 
process of reasoning about and/or acting upon oneself. 
In this instance, we need to be able to build behaviors 
that are reflective, but they are reflective based on 
information regarding the way they are being perceived 
by another system. In a sense, it doesn’t matter that they 
know what they’re trying to say; it’s their responsibility 
to make sure that they are understood (i.e. that they are 
being sampled appropriately and not aliasing).

How can we construct the our characters such 
that they can be seamlessly integrated into vir-
tual environments containing both real and 
computer generated imagery? How can we 
separate simulation time from frame time, so 
that events can be reexperienced later at arbi-
trary spatial and temporal resolution?

There are two issues that need to be resolved to address 
this question. The first is separating samples of 
simulation time from frame rate. Ideally, we want to 
have at least two samples of simulation time for each 
frame so that we can accurately render the activity that 
happened over the course of the frame’s exposure time. 
Unfortunately, we can’t always know what the final 
frame rate will be of the scene we want to integrate our 
characters into. Realistically, of course, most footage 
today is at 24, 25, 29.97, 30, or 60 frames per second, 
but if the live action was shot at a higher speed to 
capture information in greater detail, we see that we 
need higher and higher sampling rates of the simulation 
to provide two distinct samples of the scene for the 
renderer.

There are two ways to do this: we could describe the 
entire scene at the beginning of the frame and then 
describe the entire scene at the end of the frame and 
have the renderer integrate the two. There are two 
problems with this approach: unless the entire scene is 
in motion, this wastes bandwidth when compared to 
only describing the scene once and then describing 
what parts change of the course of the frame. The other 
difficulty is that because the renderer has to guess at the 
interrelationships between the parts of the two scene 
descriptions, interpolation may not be as accurate. A 
better way to do this would be, as mentioned before, to 
describe the scene once and then describe the particular 
objects in the scene that change. This not only makes 
more efficient use of space, but also allows the renderer 
to be more accurate in interpolating the objects.

Unfortunately, as we build higher and higher levels of 
abstraction for the constituent parts of our characters 
(i.e. cylinder, finger, arm, upper body, humanoid, biped, 

53. Maes, Pattie. Computational Reflection, Technical Report 
87.2, Artificial Intelligence Laboratory, University of Brussels, 
1987.
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crowd, etc.) the descriptions of the components get 
farther and farther away from the low level descriptions 
needed to describe the scene to the renderer, and this 
makes it correspondingly more difficult to decompose 
the description into a set of descriptions that can 
describe on the parts of the scene that changed to the 
renderer. Luckily, though, by building our composite 
objects strictly as an ordered list of core eve objects, the 
system can easily examine two arbitrarily complex 
composite objects and decompose them into their core 
parts and compare them, and thus be able to pass on 
only the parts that change to the renderer.

This actually has an added benefit, because since the 
core set of objects can examine themselves and, given 
other instances of themselves, provide interpolated 
instances of their class. This means that if we properly 
sample the behavior of the character in the first place, 
we can infinitely zoom in time, even between two 
simulation samples, because the eve objects will be able 
to continuously provide us with properly interpolated 
samples of the scene. 

The second issue that must be addressed is how to 
describe the scene originally so that it can be 
photorealistically rendered. Fortunately, by using the 
RenderMan interface, which has been used to describe 
scenes that were in such films as The Abyss, Terminator 2, 
Jurassic Park, and The Flintstones, I’m assured of being 
able to describe and render any scene I need.

V: An Example: sanderWorld
Let’s look at a simple example to explain how the whole 
system works. The world that I will discuss is called 
sanderWorld and is based on the example given in 
Maes54, which in turn was based on one in Charniak & 
McDermott55. The scenario consists of a single 
character, a two-handed robot which has the dual tasks 
of spray-painting itself and sanding a board.There are a 
few props in the world: a sander, a sprayer, a board, and 
a vise. 

5.1: The Robot Sander/Sprayer — A Minimally Defined Character
Our character, the sander, consists of some geometry, 
shading parameters, internal state, agents and receptors.

As far as geometry goes, it will need at least two arms, 
and some way of moving around. At this stage, you 
don’t really care about his shading parameters. You 
might imagine that the robot has two arms and can 
magically fly around, i.e.:

With regard to internal state, the requirements for that 
will emerge as you start to design the character’s 
behavior. To implement the behavior, it needs the 
following agents:

two goal agents:
• boardSanded
• selfPainted

ten skill agents:
• pickUpSprayer
• pickUpSander
• pickUpBoard
• putDownSprayer
• putDownSander
• putDownBoard
• sandBoardInHand
• sandBoardInVise
• sprayPaintSelf
• placeBoardInVise

ten sensor agents:
• operational
• boardSomewhere
• sanderSomewhere
• sprayerSomewhere
• boardInHand
• sanderInHand

54. Maes, P. How to Do the Right Thing
55. Charniak, E. & McDermott, D. Introduction to Artificial Intelli-

gence, Reading, MA, Addison-Wesley, 1985.

LeftArm
RightArm
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• sprayerInHand
• handIsEmpty
• boardSanded
• selfPainted

The above sensor agents will need the following eleven 
receptors, which will be embedded either in the virtual 
actor (VA) itself or the virtual environment (VE):

• robotMobility (VA)
• robotLocation (VA)
• leftHandLocation (VA)
• rightHandLocation (VA)
• boardLocation (VE)
• sanderLocation (VE)
• sprayerLocation (VE)
• iAmHoldingSomethingLeft (VA)
• iAmHoldingSomethingRight (VA)
• iHaveBeenPainted (VA)
• boardHasBeenSanded(VE)

5.2: A Digression on Designing Sensor Agents & Their Receptors
It is important to realize that the preceding receptors are 
somewhat arbitrary. They depend on both the 
information that we can get from the place they are 
embedded (i.e., the virtual actor or the virtual 
environment) and what kind of computation the sensor 
agent wants to perform (i.e., very general to very 
specific). Since you are the one implementing the sensor 
agents, it comes down to how you want to construct 
them.

For example, we have a sensor agent 
boardSomewhere. How does it work? Well, I might 
have a virtual environment that can answer that 
question (“is the board somewhere?”) directly. If so, it 
would only need a single receptor to ask the virtual 
environment that question every once in a while. 
Unfortunately, the board might be located miles away 
from the robot, which really doesn’t follow the spirit of 
what the sensor agent is supposed to measure. Let’s 
assume the virtual environment can answer the question 
“where is the board?” I’ll define a receptor 
boardLocation and inject it into the virtual 
environment. 

For the sensor agent, you would like to take that 
information and compare it with the location of the 
robot and see if they are within a few meters of each 
other. If so, the sensor agent will return True. To do this, 
the sensor will need to know the robot’s location, which 
involves defining another receptor, robotLocation, and 
“injecting” it (see page 8) in the character. You should 
realize that the selection of the criteria “within a few 
meters” is again arbitrary; if it works, great, if it doesn’t, 
change it.

One of the hoped for contributions of this thesis will be 
to bring some order to the methods of constructing 

environments that might be generally perceived by a 
wide array of sensor agents and receptors. By building 
different environments, and situating various versions of 
a given character in them, I hope to be able to come up 
with a useful taxonomy of tasks and behaviors.

5.2.1: Receptors & Agents: A Programmer’s Perspective
At this point, you might be asking yourself “what does a 
receptor and an agent actually look like?” 

From a programmer’s perspective, a receptor is a code 
fragment which is executed at some sampling 
frequency. It returns a single, arbitrarily typed value. If its 
value changes significantly (where “significantly” can be 
defined as another piece of code it can execute) from 
one sample to the next, it sends a message to each 
sensor agent which has registered interest with the 
receptor, apprising the sensor agent of the receptor’s 
new value. A receptor can only communicate directly 
with the environment that it is embedded in and 
indirectly with the sensor agents dependent on it. Here’s 
an example of a receptor that considers any change in 
its value significant:

defReceptor {variableName oldValue sensorList} {
global $variableName
set v [set $variableName]
if {![string compare $v $oldValue]} 

{foreach s $sensorList {ask $s “updateRV $v”}}
{}

return $v
}

One of the driving assumptions behind the receptors/
sensor agents split is that a receptor will be evaluated 
many times relative to the sensor agent, so a given 
receptor should be computationally simpler than the 
sensor agents using them.

A sensor agent is a function which takes as its argument 
a set of receptor values, corresponding to the current 
sample values of the corresponding receptors. It only 
can communicate to the virtual actor (to store state 
information), and returns a single boolean value. It can 
be as simple as a single line of code to a very complex 
function.

defSensorAgent {rv1 rv2} {
# do some calculations involving the passed in values
# of the receptors this sensor value depends on
if {$calculationResult} {return T} {return F}

}

A skill agent is defined by a set of lists of sensor agents’ 
names which it depends on, as well as a function to be 
called when it is executed. Inside the body of the skill 
agent’s function it can communicate directly to the 
virtual actor’s shared state and the virtual environment. 
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5.3: The Robot Sander/Sprayer — Iteration 2
You now have a set of behavioral components which 
comprise a minimal but complete set of parts to build 
our virtual actor. You might now start specifying some 
more interesting body parts (both shape and shading) 
for our actor. You can start off with a pretty simple robot 

with a head, two arms, a torso, and a single leg for 
support. As we continue, you can refine it more, but this 
is better than the two arms and magic flying powers it 
had before.

You now need to implement the various skill agents. To 
start with, you can make them magically successful. For 
example, the pickUpSander skill agent will consist of 
one message, telling the sander to move itself to the 
robot’s nearest hand:

proc pickUpSanderExecuteMethod {} {
set location [askBodyManager “set freeHandLocation”]
ask EnvironmentManager “set sanderLocation $location”
return

}
The rest of the skill agents are then implemented 
similarly.

5.4: Iteratively Designing Shape & Behavior
During the development of both the shape and 
behaviors of our robot, you might want to quickly build 
up a user interface to control and manipulate various 
aspects of the evolving shape and behaviors. Using the 
UI tools in WavesWorld, it’s straightforward to attach 
sliders and buttons to various variables and procedures 
in the model. For example, let’s say you’re working on 
the head of our robot. You first of all might want to 
attach sliders, text fields, and a color well to the various 
parts of the head to manipulate it.

Once you’ve done that, you might start working on 
developing some particular motor program that could 
be use by various skill agents. Let’s say you want to 
develop a blinking motor program. You might start off 
by attaching a slider to the angles of the eyelids of the 
eyes of our robot. 

Using these controls, you might develop variations on a 
core motor program, and attach still more UI elements 
to attach buttons to make the head perform variations 

Head

Torso
LeftArmRightArm

Support

on the motor skill you’re developing.

5.5: Making Choices Map to Other Choices
Now that you have a basic, functioning implementation 
of the robot and its environment, you can now iterate 
over specific portions and improve them. The first thing 
you might want to do is allow for more variety of shape. 
You might decide to design several different kinds of 
heads. Using the tools in WavesWorld, you can quickly 
and easily build a user interface to allow manipulation of 
some set of parameters in a head model written in eve. 
After a bit of experimentation, you might settle on a 
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small variety of heads, such as the following:

Continuing on that tack, you might decide to allow a 
variety of shape and shading for the various body parts 
of the virtual actor. Certain combinations of shapes and 
shading parameters might imply particular values of the 
shared state of the virtual actor, and might actually 
change which of several implementations of the skill or 
sensor agents are used for that particular character. For 
example, here’s a user interface I designed from scratch 
and implemented in a few hours one evening:

The window on the lower left was a parts palette, 
containing samples of various configurations of body 
parts. By dragging the images of the various body parts 
on to the diagram on the right, the user made certain 
choices concerning the character under construction 
(visible in the upper left window). What’s especially 
interesting here is the fact that although each particular 
choice had obvious mappings to shape and shading 
(“choose this head; get this kind of shape, choose this 
torso, get it shaded that way”), it can also be used to 
control other aspects of the character. For example, if 
you choose one of the heads with the eyes in “prey 
position” (i.e., on the side of the head, as opposed to 
the front), the virtual actor might act in a more skittish 

or nervous way as it goes about its activities. On the 
other hand, the fact that you choose one of the peeling, 
rusted torsos might cause the virtual actor that is built to 
be somewhat brutish and clumsy, intent on its task with 
little regard for what it bumped into along the way. 

5.6: Iterative Refinement of Agents
One of the underlying themes in building a testbed is 
allowing many solutions to the same problem. 
Depending on your particular criteria of the moment, 
one solution might be better than another, but viewed 
from a certain perspective, they both solve the original 
problem. The approach to perception I take in 
WavesWorld ties in with this theme nicely. A given 
implementation of a sensor agent might initially report 
on some aspect of the environment in a rather naive 
way, but one that works for the given situations the 
character finds itself in. In trying to make the sensor 
agent more general, a developer might build some more 
receptors for the sensor agent which allow it to be more 
sensitive to the original conditions it was measuring or 
to allow it to take other situations into account.

I want to equally support two different approaches: very 
specific and very general. If a developer just wants to 
bang out a minimal agent implementation that consists 
of a single line of code, great. If they want to labor over 
an agent that needs a dedicated CM-5 to run, that 
should be fine too. One of the difficulties with building 
an autonomous animation testbed is the difficulty in 
allowing scalable, iteratively developed behavior. For 
example, say you’d like to build a simple character that 
can pick up and put down a variety of items in a 
particular setting. What you want to do is sketch out a 
set of skill and sensor agents which form a framework to 
do this. You’d like to be able to implement each with 
simply a line or two of code: the pickUpCup skill agent 
merely translates the cup to the hand in one frame, the 
cupIsNearby sensor agent always returns True, etc. 
After the character selects and performs the appropriate 
activity, you can then begin to refine the agents. 

Recall that WavesWorld is a testbed; by its nature it 
should not only allow experimentation, it should 
promote it. Only by building a supportive development 
environment that enables iterative, collaborative design, 
debugging, and development can we hope to begin to 
understand the issues in building reusable frameworks 
for virtual actors and their environments.
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VI: Status and Evaluation
Much of what is discussed in this proposal is already 
implemented. I have recently finished release 2.1 of the 
latest version of the testbed. This version has been under 
development for the last two years. Additionally, this 
uses the latest version of the “spreading activation” 
planner I implemented for my SMVS thesis, which itself 
rests on my “active object” toolkit I built at Thinking 
Machines and the Media Lab. The software is quite 
robust, with most of the underlying software libraries in 
use by tens (and in some cases hundreds) of users over 
the course of the last few years.

The main work that remains is to construct specific 
examples of various approaches to building characters 
and their agents. Release 2.1 of WavesWorld has well 
over a hundred examples in it, and I will be using some 
of these, as well as writing several new ones in the next 
few months. Because of the power of the testbed, these 
can be designed, developed and debugged very quickly. 

The main mechanism for evaluating the success of this 
work will be a set of demonstrations and discussions 
revolving around the sanderWorld domain. I have been 
developing a set of environments and characters, all of 
which will be given the same tasks of sanding the board 
and spray painting themselves. By varying the 
environment from static to increasingly dynamic, and by 
varying it from hostile to helpful, I hope to create a 
range of characters that can solve the tasks in a variety of 
ways, while reusing agents and eve code among them. 

I am in contact with animators at PDI and Digital 
Domain, who have used my system to some degree, and 
animators and modelers at ILM, Rhythm & Hues and 
Pixar, and plan to use their input and feedback in the 
spring to shape the system’s collaborative tools. An 
informal user study may be conducted.

I recently completed two sequences combining live 
35mm footage and output from WavesWorld and 
seamlessly composited the two to 35mm film. I will use 
this example, and perhaps one more, to show the ability 
of WavesWorld to integrate with live action.

VII: TimeLine
Spring 1993
I completed work on the first functional prototype of 
WavesWorld. Using that system, I demonstrated two 
sample environments and their inhabitants: raveWorld 
and sanderWorld. SanderWorld was similar to the one 
described in the previous example section. RaveWorld 
was a dynamic environment with multiple characters, 
with music and three video screens in the virtual 
environment. While both were largely successful in what 
they were designed to demonstrate, they clearly showed 
the disparity between the two different representations 
being used by the AI system and the CG system. I 
realized that I needed to develop a single representation 
that both systems could manipulate and measure.

Summer 1993
I designed eve, an object framework based atop 
RenderMan. The eve system consisted of a modeling 
language, compiler (to compile the models into objects 
in the framework), a run-time system to manage 
constraints between objects, and a set of user interface 
tools to allow manipulation and visualization of models 
built in eve.

November 1994
Finished two shots for “Dizzy Horse”, a 20 minute 
independent film. The two shots serve as a 
demonstration of several capabilities of the WavesWorld 
testbed, including integrating a WavesWorld animation 
with high quality (35mm film) live action, with both 
depth of field and motion blur.

December 1994
Finish programming on the WavesWorld testbed release 
2.1. Get proposal accepted by Ph.D. committee.

January 1995
Submit proposal to DCGS and get approval. 
Demonstrate latest version of sanderWorld using the 
new testbed. Finish outline of thesis document, and 
incorporate chapters & tech notes already written into 
this outline.

February 1995
Continue writing up thesis based on outline.

March 1995
Finish sanderWorld demo (dynamic version); continue 
writing.

April 1995
Finish writing, defend.

April 29, 1995
Get married.
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VIII: Resources
The resources needed for this thesis are, for the most 
part, already available to me and should remain so 
through the spring term of 1995. I need access to at 
least one, and preferable two HP workstations running 
NEXTSTEP, as well as an original NeXT machine, as I 
have some software I use which only runs on the older 
NeXT machines. I also need a Macintosh to run 
PhotoShop, Premiere, and Acrobat Pro. I need on the 
order of 10 gigabytes of disk space to use for 
development as well as the storage of animation 
sequences for playback and recording. My current disk 
quotas, combined with the short-term largesse of other 
groups in the Lab should suffice. I need access to 
equipment for single-frame video recording, and while 
the BetaCam equipment I used to use for this is now 
unavailable, there are good possibilities of using facilities 
at RLE to do this. 

I also need several RenderMan licenses to be able to 
render animation frames late at night, but the 
combination of the 5 licenses I have from Pixar and the 
bundled copies on the NEXTSTEP machines in the 
building should suffice.
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