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ABSTRACT 
Understanding the personalities and dynamics of an online com-
munity empowers the community’s potential and existing mem-
bers.  This task has typically required a considerable investment 
of a user’s time combing through the community’s interaction 
logs.  This paper introduces a novel method for automatically 
modeling and visualizing the personalities of community mem-
bers in terms of their individual attitudes and opinions.  

“What Would They Think?” is an intelligent user interface which 
houses a collection of virtual representations of real people react-
ing to what a user writes or talks about (e.g. a virtual Marvin Min-
sky may show a highly aroused and disagreeing face when you 
write “formal logic can solve commonsense reasoning”. These 
“digital personas” are constructed automatically by analyzing 
personal texts (weblogs, instant messages, interviews, etc. posted 
by the person being modeled) using natural language processing 
techniques and commonsense-based textual-affect sensing.    

Evaluations of the automatically generated attitude models are 
very promising.  They support the thesis that the whole applica-
tion can help a person to form a deep understanding of a commu-
nity that is new to them by constantly showing them the attitudes 
and disagreements of strong personalities of that community.     

Keywords 
Affective interfaces, memory, online communities, user modeling, 
natural language processing. commonsense reasoning. 

1. INTRODUCTION 
Entering an online community for the first time can be intimidat-
ing if a person does not understand the dynamics of the commu-
nity and the attitudes and opinions espoused by its members.  
Right now, there seems to be only one option for these first-time 
entrants – to comb through the interaction logs of the community 
for clues about people’s personalities, attitudes, and how they 
would likely react to various situations. Learning about a commu-
nity in this manner is time consuming and difficult, especially 
when that community is complex.  For the less dedicated, more 
casual community entrant, this approach would be undesirable. 

In our research, we are interested in giving people at-a-glance 
impressions of the attitudes of people in an online community so 
that they can more quickly and deeply understand the personali-
ties and dynamics of the community. 

 
Figure 1. A virtual AI community reacts visually to typed text.   
We have built a system that can automatically generate a model 
of a person’s attitudes and opinions from an automated analysis of 
a corpus of personal texts, consisting of, inter alia, weblogs, 
emails, instant messages, editorials, and interviews.  “What 
Would They Think?” (Fig. 1) displays a handful of these digital 
personas together, each reacting to inputted text differently.  The 
user can see visually the attitudes and disagreements of strong 
personalities in a community.  Personas are also capable of ex-
plaining why they react as they do, by displaying some text 
quoted from that person when the face is clicked. 
To build a digital persona, the attitudes that a person exhibits in 
his/her personal texts are recorded into an affective memory sys-
tem. Newly presented text triggers memories from this system and 
forms the basis for an affective reaction.  Mining attitudes from 
text is achieved through natural language processing and com-
monsense-based textual affect sensing (Liu et al., 2003). This 
approach to person modeling is quite novel when compared to 
previous work on the topic (e.g. behavior modeling, e.g. (Sison & 
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Shimura, 1998), and demographic profiling, e.g. questionnaire-
derived user profiles).   
A related paper on this work (Liu, 2003b) gives a more thorough 
technical treatment of the system for modeling human affective 
memory from personal texts.  This paper does not dwell on the 
implementation-level details of the system, but rather, describes 
the computational model of attitudes in a more practical light, and 
discusses how these models are incorporated to build the intelli-
gent user interface  “What Would They Think?”. 

 
 

MORAL: (selfish John) 
CONTEXTS: (date), (park), () 
EPISODE-IMPORTANCE: 0.8 
EPISODE-AFFECT: (-0.8,0.7,0) 

This paper is structured as follows.  First, we introduce a compu-
tational model of a person’s attitudes, a system for automatically 
acquiring this model from personal texts, and methods for apply-
ing this model to predict a person’s attitudes. Second, we present 
how a collection of digital personas can portray a community in 
“What Would They Think?” and an evaluation of our approach. 
Third, we situate our work in the literature.  The paper concludes 
with further discussion and presents directions for future work. 

2. COMPUTING A PERSON’S ATTITUDES 
Our approach to modeling attitudes is based on the analysis of 
personal texts using natural language parsing and the common-
sense-based textual affect sensing work described in (Liu et al., 
2003).  Personal texts are broken down into units of affective 
memory, consisting of concepts, situations, and “episodes”, cou-
pled with their emotional value in the text.  The whole attitudes 
model can be seen as an affective memory system that valuates the 
affect of newly presented concepts, situations, and episodes by 
the affective memories they trigger. 
In this section, we first present a bipartite model of the affective 
memory system.  Second, we describe how such a model is ac-
quired automatically from personal texts.  Third, we discuss 
methods for applying the model to predict a user’s affective reac-
tion to new texts.  Fourth, we describe how some advanced fea-
tures enrich our basic person modeling approach. 

2.1 A Bipartite Affective Memory System 
A person’s affective reaction to a concept, topic, or situation can 
be thought of as either instinctive, due to attitudes and opinions 
conditioned over time, or reasoned, due to the effect of a particu-
larly vivid recalled memory.  Borrowing from cognitive models 
of human memory function, attitudes that are conditioned over 
time can be best seen as a reflexive memory, while attitudes re-
sulting from the recall of a past event can be represented as a 
long-term episodic memory (LTEM).  Memory psychologist 
Endel Tulving equates LTEM with “remembering” and reflexive 
memory with “knowing” and describes their functions as com-
plementary (Tulving, 1983).  We combine the strengths of these 
two types of memory to form a bipartite, episode-reflex model of 
the affective memory system. 

2.1.1 Affective long-term episodic memory 
Long-term episodic memory (LTEM) is a stable memory captur-
ing significant experiences and events.  The basic unit of memory, 
called an episode, captures a coherent series of sequential events. 
Episodes are content-addressable, meaning, they can be retrieved 
through a variety of cues encoded in the episode, such as a per-
son, location, or action. With LTEM, even events that happen 
only once can become salient memories and can recurrently influ-
ence a person’s future thinking.  In modeling attitudes, we must 

account for the influence of these particularly powerful one-time 
events.   
In our affective memory system, we compute an affective LTEM 
as an episode frame, coupled with an affect valence score that 
best characterizes that episode.  In Fig. 2, we show an episode 
frame for the following example episode: “John and I were at the 
park. John was eating an ice cream. I asked him for a taste but he 
refused. I thought he was selfish for doing that.” 
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SUBEVENTS:  
(eat John “ice cream”), 
(ask I John “for taste”), 
(refuse John) 
Figure 2.  An episode frame in affective LTEM. 
 illustrated in Fig. 2, an episode frame decomposes the text of 
 identified and parsed episode into simple verb-subject-
ument propositions like (eat John “ice cream”). Together, these 

nstitute the subevents of the episode.  The “moral,” or root 
use, of an episode is important because the episode-affect can 
 most directly attributed to it. The details of extracting morals 
 presented elsewhere (Liu, 2003b).  The affect valence score in 
 above example is a numeric triple representing valences in the 
ee nearly independent affective dimensions of Pleasure-
spleasure (i.e., feeling happy or unhappy), Arousal-Nonarousal 
e., arousing one’s feelings), and Dominance-Submissiveness 
e., the amount of confidence/lack-of-confidence felt). This is 
own as the PAD model (Mehrabian, 1995) for short. Each di-
nsion can assume values from –100% to +100%, and a PAD 

lence score is a 3-tuple of these values (e.g. [-.51, .59, .25] 
ght represent anger).  We explain our choice in using this 
del later in this paper. 

1.2 Affective reflexive memory 
hile long-term episodic memory deals in salient, one-time 
ents and must generally be consciously recalled, reflexive 
mory is full of automatic, instant, almost instinctive associa-
ns.  Whereas LTEM is content-addressable and requires pat-
n-matching the current situation with that of the episode, re-
xive memory is like a simple lookup-table that directly associ-
s a cue with a reaction, thereby abstracting away the content.  

 humans, reflexive memories are generally formed through 
eated exposures rather than one-time events. Additionally, the 

liency of an experience is also considered.  Complementing the 
ent-specific affective LTEM with an event-independent affec-
e reflexive memory makes sense because there may not always 
 an appropriate distinct episode which shapes our appraisal of a 
uation; often, we react reflexively – our present attitudes deriv-
 from an amalgamation of our past experiences now collapsed 
o something instinctive. 
e affective reflexive memory is represented by a lookup-table.  
e lookup-keys are simple concepts which can be semantically 
ognized as a person, action, object, activity, or named event.  
ese keys act as the simple linguistic cues that can trigger the 
all of some affect.  Associated with each key is a list of expo-

res, where each exposure represents a distinct instance of that 
ncept appearing in the personal texts.  An exposure, E, is repre-
nted by the triple: (date, affect valence score V, saliency S).  At 



runtime, the affect valence score associated with a given concep-
tual cue can be computed using the formula given in Eq. (1).  
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where n = the number of exposures of the concept 

This formula returns the valence of a conceptual cue averaged 
over a particular time period.  The term, [ ], re-
wards frequency of exposures, while the term, , rewards 
the saliency of an exposure.  In this simple model of an affective 
reflexive memory, we do not consider phenomena such as belief 
revision, reflexes conditioned over contexts, or forgetting.  
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To give an example of how affective reflexive memories are ac-
quired from personal texts, consider Fig. 3, which shows two 
excerpts of text from a weblog and a snapshot sketch of a portion 
of the resulting reflexive memory. 
 
 
 
 
 
 
 

Figure 3.  How reflexive memories get recorded from excerpts. 
In the above example, two text excerpts are processed with textual 
affect sensing and concepts, both simple (e.g. telemarketer, din-
ner, phone), and compound (e.g. telemarketer::call, inter-
rupt::dinner, phone::ring) are extracted.  The saliency of each 
exposure is determined by heuristics such as the degree to which a 
particular concept in topicalized in a paragraph.  The resulting 
reflexive memory can be queried using Eq. (1).  Note that while a 
query on 3 Oct 01 for “telemarketer” returns an affect valence 
score of (-.15, .25, .1), a query on 5 Oct 01 for the same concept 
returns a score of (-.24, .29, .11).  Recalling that this valence tri-
ple corresponds to (pleasure, arousal, dominance), we can inter-
pret the second annoying intrusion of a telemarketer’s call as 
having conditioned a further displeasure and a further arousal to 
the word “telemarketer”.   
Of course, concepts like “phone” and “dinner” also unintention-
ally inherit some negative affect, though with dinner, that nega-
tive affect is not as substantial because the saliency of the expo-
sure is lower than with “telemarketer.”  (“dinner” is not so much 
the topic of that episode as “telemarketer”).  Also, if successive 
exposures of “phone” are affectively ambiguous (sometimes used 
positively, other times negatively), Eq. (1) tends to cancel out 
inconsistent affect valence scores, resulting in a more neutral 
valence. 
In summary, we have motivated and characterized the two com-
ponents of the affective memory system: an episodic component 
emphasizing the affect of one-time salient memories, and a reflex-
ive component, emphasizing instinctive reactions to conceptual 
cues that are conditioned over time.  In the following subsection, 
we propose how this bipartite affective memory system can be 
acquired automatically from personal texts. 

2.2 Model Acquisition from Personal Texts 
The bipartite model of the affective memory system presented 
above can be acquired automatically from an analysis of a corpus 
of personal texts.  Fig. 4 illustrates the model acquisition architec-
ture.  
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Text Excerpts 

…2 Oct 01… Telemarketers 
harassed me today, interrupt-
ing my dinner. I’m really 
upset… 

…4 Oct 01… The phone  
rang, and of course, it was a 
telemarketer. Damn it! 

 ::: REFLEXIVE MEMORY :::
telemarketer = { 
[2oct01, (-.3, .5, .2), .5], 
[4oct01, (-.8, .8, .3), .4] } ; 

dinner = { 
[2oct01, (-.3, .5, .2), .2]} 

“interrupt dinner” = {…} ;  

Figure 4.  An architecture for acquiring the affective memory 
system from personal texts. 

Though there are some challenging tasks in the natural language 
extraction of episodes and concepts, such as the heuristic extrac-
tion of episode frames, these details are discussed elsewhere (Liu, 
2003b).  In this subsection, we focus discussion on three aspects 
of model acquisition: 1) establishing the suitability criteria for 
personal texts, 2) choosing an affective representation of attitudes, 
and, 3) assessing the affective valence of episodes and concepts. 

2.2.1 What Personal Texts are Suitable? 
In deciding the suitability of personal texts, it’s important to keep 
in mind that we want a text that is both a rich source of opinion, 
and also amenable to natural language processing. First, texts 
should be first-person, opinion narratives.  It is still rather difficult 
to extract a person’s attitudes given a non-autobiographical text 
because the natural language processing system would have to 
robustly decide which opinions belong to which persons (we save 
this for future work). It is also important that the text be of a per-
sonal nature, relating personal experiences or opinions.  Attitudes 
and opinions are not easily accessible in third-person texts or 
objective writing, especially for a rather naïve computer reading 
program. Second, texts should explore a sufficient breadth of 
topics to be interesting.  An insufficiently broad model gives a 
poor and disproportional sampling of a person’s attitudes (though 
it might be interesting to partition a person’s text corpus into two 
or more digital personas, for example, an old Marvin Minsky 
versus a young one)  Third, texts should cover everyday events, 
situations, and topics, because that is the optimal discourse do-
main of recognition of the mechanism with which we will judge 
the affect of text.  Fourth, texts should ideally be organized into 



episodes, occurring over a substantial period of time relative to 
the length of a person’s life.  This is a softer requirement because 
it is still possible to build a reflexive memory without episode 
partitioning.  Weblogs are an ideal input source because of their 
episodic organization, although instant messages, newsgroups, 
editorial texts, speeches, and interview are also rich sources of 
personal opinions. 

2.2.2 Representing Affect using the PAD Model 
Affect valence pervading the proposed models can take one of 
two potential representations.  They take an atomistic view that 
emotions existing as a part of some finite repertoire, as exempli-
fied by Manfred Clyne’s “sentics” schema (1977).  Or, they can 
take the form of a dimensional model, such as Albert Mehrabian’s 
Pleasure-Arousal-Dominance (PAD) model (1995).  Dimensional 
models like PAD represent a sub-atomic continuous account of 
affect, where different atomistic affects can be unified along one 
of the three dimensions. We chose PAD for our system because 
this model has robustness implications for the affective classifica-
tion of text.  For example, in the affective reflexive memory, a 
conceptual cue may be variously associated with anger, fear, and 
surprise.  Interpreting this with PAD, the three atomistic emotions 
can be unified along the Arousal dimension, thus enabling the 
affect association to be coherent and focused. 

2.2.3 Affective Appraisal of Personal Text 
Appraising the affect of personal text is a difficult task.  The af-
fect classification method needs to be able to judge affect at the 
sentence-level with good accuracy.  Several common approaches 
fail to meet the criteria.  The naïve keyword spotting approach 
looks for surface language features like keywords.  However, this 
approach is not acceptably robust on its own because affect is 
often conveyed without mood keywords. Statistical affect classi-
fication using statistical learning models such as latent semantic 
analysis (Deerwester et al., 1990) generally require large inputs 
for acceptable accuracy because it is a semantically weak method. 
To analyze personal text with the desired robustness, granularity, 
and specificity, we employ a model of textual affect sensing using 
real-world knowledge, proposed by Liu et al. (2003).  In this 
model, defeasible knowledge of everyday people, things, places, 
events, and situations is leveraged to sense the affect of a text by 
evaluating the affective implications of each event or situation.  
For example, to evaluate the affect of “I got fired today,” this 
model evaluates the consequences of this situation and character-
izes it using negative emotions such as fear, sadness, and anger.  
This model, coupled with a naïve keyword spotting approach, 
provides rather comprehensive and robust affective classification.  
The output of the textual affect sensing subsystem is a PAD score. 
One of the most interesting issues is learning personal affect using 
a person-neutral affect sensing mechanism. The real-world knowl-
edge-based model of affect sensing is based on defeasible com-
monsense knowledge from the Open Mind Commonsense corpus 
(Singh et al., 2002); the knowledge was imparted by 11,000 web 
teachers. Therefore, the assessment made by such a model repre-
sents the judgment of a typical person, which may sometimes be 
different from the affective judgment of the person being mod-
eled.  However, we can assume that although a personal affect 
judgment may deviate from that of a typical person on small par-
ticulars, it will not deviate on average, when examining a large 
text.  The implication of this is that on a slightly larger granularity 
than a sentence, the affective appraisal is more likely to be accu-

rate.  In fact, accuracy should increase proportional to the size of 
the textual context being considered.  The evaluation of Liu et 
al.’s affective navigation system (2003b) yields some indirect 
support for the idea that accuracy increases with the size of the 
textual context.  In that user study, users found affective categori-
zations of textual units on the order of chapters to be more accu-
rate and useful to information navigation than affective categori-
zations of small textual units such as paragraphs. 
To assess the affect of a sentence, we factor in the affective as-
sessment of not only the sentence itself, but also of the paragraph, 
section, and whole journal entry or episode.  Because so much 
context is factored into the affect judgment, only a modest amount 
of affective information can be learned for any given sentence.  
Thus we rely on the confirming effects of being able to encounter 
an attitude multiple times.  In exchange for only being able to 
learn a modest amount from a sentence, we also minimize the 
impact of erroneous judgments.  
In summary, digital personas can be automatically acquired from 
personal texts.  Natural language processed texts are analyzed for 
their affective content at varying textual granularities (e.g. sen-
tence-, paragraph-, and section- level) so as to minimize the pos-
sibility of error. Affect valence is represented using the PAD di-
mensional model of affect, whose continuity allows affect va-
lences to be more easily summed together.  The resulting affect 
valence is recorded with a concept in the reflexive memory, and 
an episode in the episodic memory.   

2.3 Predicting Attitudes using the Model 
Having acquired the model, the digital persona attempts to predict 
the attitudes of the person being modeled by offering some affec-
tive reaction when it is fed some new text.  This reaction is based 
on how the new text triggers the reflex concepts and the recall of 
episodes in the affective memory system.  When a reflex memory 
or episode is triggered, the affective valence score associated with 
that memory gets attached to the affective context of the new text.  
The gestalt reaction to the new text is a weighted summation of 
the affect valence scores of the triggered memories.   
The triggering process is somewhat complex.  The triggering of 
episodes requires the detection of an episode in the new text, and 
heuristically pattern matching this new episode frame to the li-
brary of episode frames.  The range of concepts that can trigger a  
reflex memory is increased by the addition of conceptual analogy. 
The details of the triggering process are omitted here, but are 
discussed elsewhere (Liu, 2003b). 
Predicting a person’s affective reaction to new text is likely to be 
error prone if only one or two triggered memories account for the 
prediction.  This is because each affective memory only contrib-
utes a small piece of context to the prediction.  Successful predic-
tion relies on the premise that the contexts of many triggered 
memories will have some commonality and overlap, and this con-
textual intersection will lead to a better prediction. 

2.4 Enriching the Basic Model 
The basic model of a person’s attitudes focuses on applying a 
person’s self-described memories to valuate new textual episodes.  
While this basic model is sufficient to produce reactions to text 
for which there exists some relevant personal memories, the gen-
erated digital personas are often quite “sparse” in what they can 
react to.  We have proposed and evaluated some advancements to 
the basic model.  In particular, we have looked at how a person’s 



attitude model can be enriched by the attitude models of people 
whom the modeled person fashions himself/herself after – perhaps 
a good friend or mentor.  More technically, we mean an imprimer. 
Marvin Minsky describes an imprimer as someone to which one 
becomes attached (Minsky, forthcoming).  He introduces the con-
cept in the context of attachment-learning of goals, and suggests 
that imprimers help to shape a child’s values.  Imprimers can be a 
parent, mentor, cartoon character, a cult, or a person-type.   
We extend this idea in the affect realm and make the further claim 
that internal imprimers can do more than to critique our goals; our 
attachment to them leads us to the willful emulation of a portion 
of their values and attitudes.  Keeping a collection of these inter-
nal imprimers, they help to support our identity.  From the suppo-
sition that we conform to many of the attitudes of our internal 
imprimers, we hypothesize that affective memory models of these 
imprimers, if known, can complement the person’s own affective 
memory model in helping to predict a person’s attitudes. This 
hypothesis is supported by work in psychoanalysis (Freud, 1991).  
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Figure 5. Affective models of internal imprimers, organized into 

personas, complements one’s own affective model 
Imprimers can be heuristically identified by analyzing the affec-
tive memory.  From a list of all conceptual cues from both the 
episodic and reflexive memories, we use semantic recognizers to 
identify all people, groups (e.g. “my company”) and images (e.g. 
“dog”=> “dog-person”) that on average, elicit high Arousal and 
high Submissiveness, show high frequency of exposure in the 
reflexive memory, and collocate in past episodes with self-
conscious emotion keywords like “proud”, “embarrassed”, 
“ashamed” (see Minsky, forthcoming). 
Once imprimers are identified, we also wish to identify the con-
text under which an imprimer’s attitudes show influence.  Shown 
in Fig. 5, we propose organizing the internal imprimer space into 
personas representing different contextual realms.  There is good 
reason to believe that humans organize imprimers by persona 
because we are different people for different reasons.  One might 
like Warren Buffett’s ideas about business but probably not about 
cooking.  Personas can also prevent internal conflicts by allowing 
a person to maintain separate systems of attitudes in different 
contexts.  Augmenting our basic attitude prediction strategy, 
when linguistic cues do not trigger memories in the self, we give 
the genre-appropriate imprimers an opportunity to react to the 
cue. Rather than maintaining all attitudes in the self, internal im-
primers enable judgments about certain things to be mentally 
outsourced to the persona-appropriate imprimers.  We have im-
plemented and evaluated the automated identification and model-
ing acquisition of imprimer personas in cases where the im-
primers are people.  Our implemented system is not yet able to 
use abstract non-person imprimers, e.g. “dog-person”. 
In summary, we have presented a reflex-episode model of affec-
tive memory as a memory-based representation of a person’s 

attitudes.  The model can be acquired automatically from personal 
text using natural language processing and textual affect analysis.  
The model can be applied over new textual episodes to produce 
affective reactions that aim to emulate the actual reactions of the 
person being modeled. We have also discussed how the basic 
attitudes model can be enriched with added information about the 
attitudes of the mentors of the person being modeled.   
In the following section, we abstract away the details of the atti-
tudes model presented in this section to examine how digital per-
sonas can be portrayed graphically and how a collection of digital 
personas can portray the personalities of a community. 

3. WHAT WOULD THEY THINK? 
While modeling a person’s attitudes is fun in the abstract, it lacks 
the motivation and the verifiability of a real application of the 
theory and technology.  What Would They Think? (Fig. 1) is a 
graphical realization of the modeling theory discussed in the pre-
vious section.  What Would They Think? has been implemented 
and is currently being evaluated through user studies, though the 
underlying attitude models have already been evaluated in a sepa-
rate study.  In this section, we discuss the design of our interface, 
present some scenarios for its use, and report how this work has 
been evaluated. 

3.1 Interface Design 
Digital personas acquired from an automatic analysis of personal 
text, are represented visually with pictures of faces, which occupy 
a matrix. Given some new text typed or spoken, each persona 
expresses an affective reaction through modulations in the graphi-
cal elements of the face icon.  Each digital persona is also capable 
of explaining what motivated its reaction by displaying a quote 
from its personal text. 
While our current implementation only observes text typed into a 
“fodder” box, there is more potential for a “What Would They 
Think?” interface that can observe a user reading and writing 
across applications such as email and word processing, offering 
the user in-context information about community attitudes. 

Why a static face?  Visualizing a digital persona’s attitudes and 
reactions with the face of the person being represented is better 
than with something textual or abstract.  There are several reasons 
why a face is a superior representation.  People are already wired 
with a cognitive faculty for quickly recognizing and remembering 
faces, and a face acts as a unique cognitive container for a per-
son’s individual identity and personality. In the user task of un-
derstanding a person’s personality, it is easier to attribute person-
ality traits and attitudes to a face than to text or an abstract 
graphic.  For example, people-watching is a past-time in which 
we imagine the personality and identity behind a stranger’s face 
(Whyte, 1988).  A community of faces is more socially evocative 
than either a community of textual labels or abstract representa-
tions, for those representations are not designed as convenient 
containers of identity and personality. 
Having decided on a face representation, should the face be ab-
stract or real, static or animated?  While verisimilitude is the goal 
for many facial interfaces, we must be careful to not portray more 
detail in the face than our attitude model is capable of elucidating, 
for the face is fraught with social cues, and unjustified cues could 
do more harm than good.  By conveying attitudes through modu-
lations in the graphical elements of a static face image, rather than 
through modulations of expression and gaze in an animated face, 



we are emphasizing the representational aspect of the face, over 
the real.  Scott McCloud has explored extensively the representa-
tional-vs.-real tradeoff of face drawing in comics (1993). 
Modulating the Face. In the expression of an affective reaction, 
it is nice to be able to preserve the detail of the continuous, di-
mensional output of the digital persona.  The information should 
also be conveyed as intuitively as possible.  Thus an intuitive 
mapping may be best achieved through the use of visual meta-
phors to represent affective states of the person (Lakoff & John-
son, 1980). We often describe a happy person as being “colorful”, 
while “face turns colorless” usually represents negative emotions 
like fear and melancholy. A person whose attention or passion is 
aroused has a face that “lights up”.  And someone who isn’t sure 
or confident about a topic feels “fuzzy” toward it.  Taking these 
metaphors into consideration, a rather straightforward scheme is 
used to map the three affect dimensions of pleasure, arousal, and 
dominance onto the three graphical dimensions of color satura-
tion, brightness, and focus, respectively.  A pleasurable reaction is 
manifested by a face with high color saturation, while a displeas-
urable reaction maps to an unsaturated, colorless face.  This map-
ping creates an implicit constraint that the face icon be in color.  
An aroused reaction results in a brightly lit icon, while a non-
aroused reaction results in a dimly lit icon.  A dominant (confi-
dent) reaction maps to a sharp, crisp image, while a submissive 
(unconfident) reaction maps to a blurry, unfocused image. While 
better mapping schemes may exist, our experience with users who 
have worked with this interface tells us that the current scheme 
conveys the affect reaction quite intuitively. This makes the as-
sumption that the original face icons are all of good quality – in 
color, bright enough, and in focus. 
Populating a Community. The matrix can be configured auto-
matically to represent a community.  Plug-in scripts have been 
created to automatically populate the matrix with certain types of 
communities, including niche communities of weblogs known as 
“blog rings,” circles of friends in the online networking commu-
nity called “friendster.com,” and usenet communities.   
Currently, only a blog ring community can generate fully speci-
fied digital personas.  The Friendster and match.com communi-
ties’ personal text corpora are rather small profile texts.  As a 
result, only a fairly shallow reflexive memory can be built.  The 
episodic memory is not meaningful for these texts.  The personal 
texts for usenet communities are rather inconsistent in quality.  
For example, a usenet community based on question and answers 
will not be as good a source of explicit opinions as a community 
based on discussion of issues.  Also, usenet communities pose the 
problem of not providing a face icon for each user.  In this case, 
the text of each person’s name labels each matrix cell, accompa-
nied by a default face icon in the background, which is necessary 
to convey the affective reaction. 
Explanation.  A digital persona is capable of some limited ex-
planation.  To inquire what motivated a persona to express a cer-
tain reaction to some text, the face icon can be clicked.  An ex-
planation will be offered taking the form of a quote or a series of 
quotes from the personal text.  These quotes are generated by 
backpointers to the text associated with each affective memory.  
For episodic memory, a particularly salient episode can justify a 
reaction, while there may need to be many quotes to justify a 
triggered reflex memory.  With the capability for some 
explanation, a user can verify whether or not an affective reaction 

is indeed justified.  This lends the interface some fail-softness, as 
a user will not be completely mislead when a person’s attitude is 
erroneously represented by the system. 

3.2 Use Cases 
How can a person use the What Would They Think? interface to 
understand the personalities and attitudes of people in a commu-
nity?  The system supports several use cases.   
In the basic use case, the user, a new entrant to a community, is 
presented with an automatically generated matrix of some people 
in the community.  The user can employ a hypothesis-testing 
approach to understanding personalities.  The user types some 
very opinionated statements as a litmus test in understanding the 
attitudes of the different people toward that statement.  Or the 
user can cut-and-paste a document in the “fodder” box to “poll” 
community opinion.  Faces that light up in color versus black and 
white provide an illustrative contrast of the strong disagreements 
in the community. A user can inquire as to the source of strong 
opinions by clicking on a face and viewing a motivating quote.  A 
user can reorganize the matrix so as to cluster personalities per-
ceived to be similar. Assuming that the personal texts for each 
persona in the community is of comparable length, depth, and 
quality, the user may notice over a series of interactions that cer-
tain personas are negative more often than not, or certain other 
personas are aroused more intensely more often than other perso-
nas.  These may lead a user to conclude that certain personalities 
are more cynical, and others more easily excitable.   
Another use case is gaging the interests and expertise of people in 
a community.  Because people generally talk more about things 
that interest them and have more to say on topics they are more 
familiar with, a digital persona modeled on such texts will neces-
sarily exhibit more reaction to texts that are interesting to the 
person being or falls in their area of expertise.  In this use case, a 
user can, for example, copy-and-paste a news article into the fod-
der box and assess which personas are interested or have expertise 
toward a particular topic. 
A third use case involves community-assisted reading.  The ma-
trix fodder box can be linked to a cursor position in a text file 
browser.  As a user reads through a webpage, story, or news arti-
cle, he/she can get a sense of how the community might read and 
react to the text currently being read. 

3.3 Evaluation 
The quality of the attitude prediction in What Would They Think? 
has been formally evaluated through user studies.  We are also 
currently studying the effectiveness of the matrix interface in 
assisting a person to learn about and understand a community.  
The results of the latter study will be available by press time.   
The quality of attitude prediction was evaluated experimentally, 
working with four subjects.  Subjects were between the ages of 18 
and 28, and have kept diary-style weblogs for at least 2 years, 
with an average entry interval of three-to-four days.  Digital per-
sonas were modeled from each subject’s weblog url. 
In the interview, subject and their corresponding generated mod-
els were asked to evaluate 12 short texts representative of three 
genres: social, business, and domestic (corresponding to the on-
tology of personas in the tested implementation).  The same set of 
texts was presented to each participant and the examiner chose 



texts that were generally evocative.  They were asked to summa-
rize their reaction by rating three factors on Likert-5 scales.   

 Feel negative about it (1)…. Feel positive about it (5) 
 Feel indifferent about it (1) … Feel intensely about it (5) 
 Don’t feel control over it (1)… Feel control over it (5) 

These factors are mapped onto the PAD valence format, assuming 
the following correspondence: 1 -1.0, 2  -0.5, 3 0.0, 4  
+0.5, and 5  +1.0.  Subjects’ responses were not normalized.  To 
assess the quality of attitude prediction, we record the spread 
between the human-assessed and computer-assessed valences,  

computerhumanspread VVV −=      (2) 

We computed the mean spread and standard deviation across all 
episodes along each PAD dimension.  On the –1.0 to +1.0 valence 
scale, the maximum spread is 2.0. Table 1 summarizes the results. 

Table 1.  Performance of attitude prediction.  
Pleasure Arousal Dominance  

mean 
spread 

std. 
dev. 

mean 
spread 

std. 
dev. 

mean 
spread 

std. 
dev. 

SUBJECT 1 0.39  0.38 0.27  0.24 0.44  0.35 

SUBJECT 2 0.42  0.47 0.21  0.23 0.48  0.31 

SUBJECT 3 0.22  0.21 0.16  0.14 0.38  0.38 

SUBJECT 4 0.38  0.33 0.22  0.20 0.41  0.32 

BASELINE1 0.50  

BASELINE2 0.67  

Assuming that human reactions obeyed a uniform distribution 
over the Likert-5 scale, we give two baselines, which were simu-
lated over 100,000 trials.  In BASELINE 1, V  is fixed at 

0.0 (neutral reaction to all text).  In BASELINE 2, V  is 
given a random value over the interval [-1.0,1.0] with a uniform 
distribution (arbitrary reaction to all text).  It should be pointed 
out however, that in the context of an interactive sociable com-
puter, BASELINE 1 is not a fair comparison, because it would 
never produce any behavior.   

computer

PERSONA

On average, our approach performed noticeably better than both 
baselines, excelling particularly in predicting arousal, and having 
the most difficulty predicting dominance.  The standard devia-
tions were very high, reflecting the observation that predictions 
were often either very close to the actual valence, or very far.  
One reason for this may be that multiple episodes described in the 
same journal entries caused the wrong associations to be learned.  
Or perhaps it was because the reflexive memory model did not 
account for conflicting word senses.  The arousal dimension re-
corded a mean spread of 0.22, suggesting the possibility that it 
alone may have immediate applicability.   

Table 2. Evaluating the effect of imprimers and LTEM. 

 Pleasure 
mean spread 

Arousal 
mean spread 

Dominance
mean spread 

Imp ON, Epi ON 
(table 1 results sum’ed) 

0.35 0.22 0.43 

Imp ON, Epi OFF 0.34 0.21 0.43 

Imp OFF, Epi ON 0.40 0.28 0.44 

Imp OFF, Epi OFF 0.41 0.29 0.45 

In the experiment, we also analyzed how often the episodic mem-
ory, reflexive memory, and imprimers were triggered.  Episodes 
were on average, 4 sentences long.  For each episode, reflexive 
memory was triggered an average of 21.5 times, episodic memory 
0.8 times, and imprimer reflexive memory 4.2 times.   To measure 
the effect of imprimers and episodic memories, we re-ran the 
experiment turning off imprimers only, episodic memory only, 
and both. Table 2 summarizes the results. 
These results suggest that the positive effect of episodic memory 
was negligible on the results.  This certainly has to do with its low 
rate of triggering, and the fact that episodic memories were 
weighted only slightly more than reflexive memories.  The low 
trigger rate of episodic memory can also be attributed to the strict 
criteria that three conceptual cues in an episode frame must trig-
ger in order for the whole episode to trigger.  These results also 
suggest that imprimers played a measurable role in improving 
performance, which is a very promising result. 
Overall, the evaluation demonstrates that the proposed attitude 
prediction approach is promising, but needs further refinement.  
The randomized BASELINE 2 is a good comparison when con-
sidering possible entertainment applications, whose interaction is 
more fail-soft.  The approach does quite well against the active 
BASELINE 2, and is within the performance range of these appli-
cations.  Taking into account possible erroneous reactions, we 
were careful to pose What Would They Think? as a fail-soft inter-
face.  The reacting faces are evocative, and encourage the user to 
click on a face for further explanation.  Used in this manner, the 
application is fail-soft because users can decide on the basis of the 
explanations whether the reaction is justified or mistaken.  We do 
not suggest that the approach is yet ready for fail-hard applica-
tions, such as deployment as a sociable software agent, because 
fallout (bad predictions) can be very costly in the realm of affec-
tive communication (Nass et al., 1994).   

4. RELATED WORK 
The community of personalities metaphor has been previously 
explored with Guides (Oren et al., 1990), a multi-character inter-
face that assisted users in browsing a hypermedia database.  Each 
guide embodied a specific character (e.g. preacher, miner, settler) 
with a unique “life story.”  Presented with the current document 
that a user is browsing, each guide suggested a recommended 
follow-up document, motivated by the guide’s own point-of-view.  
Each guide’s recommendations were based on a manually con-
structed bag of “interests” keywords. 
Our affective memory-based approach to modeling a person’s 
attitudes appears to be unique in the literature.  Existing ap-
proaches to person modeling are of two kinds: behavior modeling, 
and demographic profiling.  The former approach models the 
actions that users take within the context of an application do-
main.  For example, intelligent tutoring systems track a person’s 
test performance (Sison & Shimura, 1998), while online book-
stores track user purchasing and browsing habits and combine this 
with collaborative filtering to group similar users (Shardanand & 
Maes, 1995). The demographic approach uses gathered demo-
graphic information about a user to draw generalized conclusions 
about user preferences and behavior. 
Neither of the existing approaches are appropriate to the modeling 
of “digital personas.”  In behavior modeling, knowledge of user 
action sequences are generally only meaningful in the context of a 



particular application and does not significantly contribute to a 
picture of a person’s attitudes and opinions.  Demographic profil-
ing tends to overgeneralize people by the categories they fit into, 
is not motivated by personal experience, and often requires addi-
tional user action such as filling out a user profile. 
Memory-based modeling approaches have also been tried in re-
lated work on assistive agents.  The Remembrance Agent (Rhodes 
& Starner, 1996) uses an associative memory to proactively sug-
gest relevant information.  Sunil Vemuri’s project, “What Was I 
Thinking?” (2004) is a memory prosthesis that records audio from 
a wearable device, and intelligently segments the audio into epi-
sodes, allowing the “audio memory” to be more easily browsed. 

5. CONCLUSION 
Learning about the personalities and dynamics of online commu-
nities has been up to now a difficult problem with no good tech-
nological solutions.  In this paper, we propose What Would They 
Think? an interactive visual representation of the personalities in 
a community.  A matrix of digital personas reacts visually to what 
a user types or says to the interface, based on predictions of atti-
tudes actually held by the persons being modeled.  Each digital 
persona’s model of attitudes is generated automatically from an 
analysis of some personal text (e.g. weblog), using natural lan-
guage processing and textual affect sensing to populate an asso-
ciative affective memory system.  The whole application enables 
a person to understand the personalities in a community through 
interaction.  Patterns of reactions observed over a history of inter-
actions can illustrate qualities of a person’s personality (e.g. nega-
tivity, excitability), interests and expertise, and also qualities 
about the social dynamics in a community, such as the consenses 
and disagreements held by a group of individuals. 
The automated, memory-based personality modeling approach 
introduced in this paper represents a new direction in person mod-
eling.  Whereas behavior modeling only yields information about 
a person within some narrow application context, and whereas 
demographic profiling paints an overly generalized picture of a 
person and often requires a profile to be filled out, our modeling 
of a person’s attitudes from a “memory” of personal texts paints a 
richer, better-motivated picture about a person that has a wider 
range of potential applications than application-specific user 
models.  User studies concerning the quality of the attitude pre-
diction technology are promising and suggest that the currently 
implemented approach is strong enough to be used in fail-soft 
applications.  In What Would They Think? the interface is de-
signed to be fail-soft.  The reactions given by the digital personas 
are meant to be evocative.  The user is encouraged to further ver-
ify and investigate a purported attitude by clicking on a persona 
and viewing a textual explanation of the reaction. 
In future work, we intend to further develop the modeling of atti-
tudes by investigating how particularly strong beliefs such as “I 
love dogs” can help to create a model of a person’s identity.  We 
are also working on modeling personal attitudes from non-first-
person texts, and investigating other applications for our person 
modeling approach, such as virtual mentors and guides, market-
ing, and document recommendation. 
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