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Introduction 
 

Currently there are around 20 terabytes of data on Gnutella and it is growing at a rate of 7% per 

day.  As the amount of data dramatically increases, a user’s ability to locate the needed 

information will decrease over time. 

 

The developers of LimeWire, a popular Gnutella Client write: 

 

“As the software that powers the Gnutella Network gets better and more usable, more users are 

attracted to the network. As more users join the network, the new content that they bring with 

them increases the aggregate of high quality content on the network, which in turn drives up 

usership and places increased pressure on the software to increase in quality.” (LimeWire) 

 

This project represents an increase in software quality and design in response to the growing 

amount of unorganized information on the Gnutella network.  While LimeWire has implemented a 

simple metadata standard, this project will build upon that metadata standard to bring new 

functionality to Gnutella. 

 

Beyond delivering new features to the Gnutella community, this project aims to demonstrate how 

uncontrolled metadata and can still considerably improve information retrieval in an information 

sharing community. 

 

[Note:  Some of these goals have been grayed out due to time constraints.] 

Goals for this project 

 

1. Bring a Usenet interface to Gnutella: 

LimeWire’s Gnutella client software will be altered to include Usenet-like functionality.  

The user will be able to: 

a. Download a list of active groups from the network 

b. View files in a group 

c. Post files to a group 

d. Create new groups 
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2. Subtly capture useful metadata as the user interacts with it: 

One of biggest obstacles in deploying a metadata system is getting the user base to 

input relevant metadata.  The user interface for this project will be designed so that 

the metadata emerges from the user’s actions, rather than filling out a long 

annotation form.  For example, the user will be able to: 

a. Select files to post to a group (rather than filling out a ‘subject’ Dublin Core 

field). 

b. Upload a series of images or a music CD and have the files automatically 

related (rather than filling out a ‘related’ Dublin Core field). 

c. Automatically have their user identity associated with uploaded files so other 

users can locate them, and they can see how well their files have propagated 

the network. 

 

 

3. Create incentives for users to provide and improve metadata: 

Using a ranking system similar to online role playing games, or auction site 

reputations, users will be rated as Gnutella citizens.  The user will be able to: 

a. Improve their citizen rating by sharing files. 

b. Improve their citizen rating by uploading files that propagate well on the 

network. 

c. Improve their citizen rating by manually associating metadata with their files 

(metadata fields like keywords, or original author, which can not be captured 

by monitoring the users actions). 

d. Improve their citizen rating by correcting other people’s metadata. 

 

 

4. Provide ways to combat spam: 

Directly built into the interface will be ways for users to demote uncooperative 

behavior on the network.  The user will be able to: 

a. Demote an attribute associated with a file, like the group the file appears in, 

its file name, or its relationship with other files.  When a user demotes a file’s 

metadata, a note of that action is stored locally on their computer and will be 

shared to other nodes performing searches that relate to that file. 
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5. Provide ways to improve metadata through collaboration 

In addition to demoting other user’s metadata, the application will allow users to 

actively enhance the metadata on the net work.  The user will be able to  

a. Promote correct metadata entries for other files on the network, or even 

create their own metadata entries for other files.   

 

 

Note:  LimeWire’s Gnutella application was selected for this project because their code is open 

source, they were the first company to implement a XML metadata standard on the Gnutella 

Network, and the software is written in Java, a language the author is very comfortable with. 
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Section 1:  The Current State of the Gnutella Network 

 

1.1  Introduction to the Gnutella Protocol 
 

Gnutella Protocol Specification 

 

The Gnutella network emerges from computers running Gnutella client software.  This creates 

what the prominent Gnutella Gene Kan refers to as a virtual internet: 

 

Gnutella is the internet built on top of the internet, entirely in software.  The Gnutella 

network expands as more nodes are connected to the network, and, likewise, it does not 

exist if no users run Gnutella nodes.  This is effectively a software based network 

infrastructure that comes and goes with its users. (Kan, 100). 

 

The exact details on how the Gnutella Protocol functions can be found in the attached protocol 

specification; the information contained here is a brief overview. 

 

Connecting to the Network 

 

The first step to connect to the network is to learn the IP address of another computer already on 

the network.  Originally this was done through word of mouth, and people would post IP 

addresses to computers already connected to the Gnutella network on public web pages.  

Currently several people are running ‘host caches’ that keep a dynamic memory of IP addresses 

that can be used to connect to the Gnutella network.  Examples of these include 

router.limewire.com:6346 and connect1.gnutellanet.com:6346.  Recent Gnutella applications 

have included the locations of these popular host caches preprogrammed in, so the application 

will automatically connect to the Gnutella network when the user opens it.  However, users are 

still able to manually input IP addresses if they would like to connect to a computer they know is 

already on the network. 

 

The Gnutella network is a broadcast communication model over unicast TCP/IP.  Once an IP 

address is known, a TCP/IP connection is established and the connecting computer sends the 

ASCII string: 
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GNUTELLA CONNECT/<protocol version string>\n\n 

 

The computer already connected to the network replies with: 

 

GNUTELLA OK\n\n 

 

That officially connects the computer to the Gnutella network, and the computer will begin to send 

and receive messages. 

 

Messages On the Network 

 

On the Gnutella network, “messages are relayed by a computerized bucket brigade which forms 

the Gnutella network.  Each bucket is a message, and each brigadier is a host” (Kan, 84). 

 

These messages flow though each node on the network.  For instance a message may contain a 

Query.  If this query matches a file at a particular node, that node will both respond back with a 

QeuryHit message, and forward the Query message onto every node it is connected to.  Those 

nodes will in turn forward the Query message again to the nodes they are connected to. 

 

Every message sent on the network has the following header, followed by the payload: 

 

 

 

Explanation of each segment (from the Gnutella Protocol Specification): 

 

Header Segment Description 
Message ID A 16-byte string uniquely identifying the descriptor on 

the network 
 

Payload Descriptor 0x00 = Ping 
0x01 = Pong 
0x40 = Push 
0x80 = Query 
0x81 = QueryHit 
 

TTL Time To Live. The number of times the descriptor will 
be forwarded by Gnutella servants before it is 
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removed from the network. Each servant will 
decrement the TTL before passing it on to another 
servant. When the TTL reaches 0, the descriptor will 
no longer be forwarded. 
 

Hops The number of times the descriptor has been 
forwarded. As a descriptor is passed from servant to 
servant, the TTL and Hops fields of the header must 
satisfy the following condition: 
 
TTL(0) = TTL(i) + Hops(i) 
 
Where TTL(i) and Hops(i) are the value of the TTL 
and Hops fields of the header at the descriptor’s i-th 
hop, for i >= 0. 
 

Payload Length The length of the descriptor immediately following this 
header. The next descriptor header is located exactly 
Payload_Length bytes from the end of this header, i.e. 
there are no gaps or pad bytes in the Gnutella data 
stream.  

 

The message ID (or UUID) allows the Gnutella network to avoid continuous echoing of 

messages: 

 

“Every time a message is delivered or originated, the UUID of the message is memorized 

by the host it passes through.  If there are loops in the network then it is possible that a 

host could receive the same message twice….if the same message is received again (it 

will have the same UUID) it is not retransmitted.  This explicitly prevents wasting network 

resources by sending a query to hosts that have already seen it.” (Kan, 104) 

 

Bandwidth is conserved on the network by limiting how far messages can travel: 

 

“Another interesting idea Gnutella implements is the idea of decay.  Each message has 

with it a TTL number, or time-to-live.  Typically a query starts live with a TTL of 7.  When 

it passes from host to host, the TTL is decremented.  When the TTL reaches 0, the 

request has lived long enough and is not retransmitted again.  The effect of this is to 

make a Gnutella request fan out from its originating source like ripples on a pond.  

Eventually the ripples die out.” (Kan, 104). 

 

Even though messages die out on the Gnutella network, they still are exposed to a large number 

of servants: “Typically a seven hop radius combined with network conditions means that about 

ten thousand nodes are within sight.” (Kan, 104).  Gene Kan refers to this effect as the Network 

Horizon. 
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Traffic and the Network Horizon 

 

There is a direct correlation between the size of an average message, and how far those 

messages can travel before it begins to affect the health of the network.  For this reason, a lot of 

work is going on in the development community to find ways to reduce traffic on the network so 

that more servants can communicate in the same cell (within 7 hops). “Broadening the size of a 

Gnutella cell, or segment, is only a matter of reducing the network traffic.  A minor reduction by 

each node can translate into a huge reduction in traffic over all nodes.” (Kan, 112).  This project is 

in direct contention with the efforts to reduce the traffic generated by each node.  Rich metadata, 

collaborative annotations, and reputation systems all increase the amount of traffic on the 

network.  So while the messages on the higher traffic network will not be able to travel as far, the 

added traffic will aid people in finding better information.  Unfortunately, the additional traffic 

means there will be less information accessible overall. 

 

Types of Messages on the Network 

 

Each message on the network is a Ping, Pong, Query, QueryHit, or Push, as stated in the 

Payload Description of the message.  Depending on what type of message it is, the payload will 

vary.  The complete details on what is held in the payload of each type of message can be found 

in the Gnutella Protocol Specification.  Here is a description of what each type is (from the 

Gnutella Protocol Specification): 

 

Descriptor Description 
Ping Used to actively discover hosts on the 

network. A servant receiving a Ping descriptor 
is expected to respond with one or more Pong 
descriptors. 
 

Pong The respons e to a Ping. Includes the address 
of a connected Gnutella servant and 
information regarding the amount of data it is 
making available to the network. 
 

Query The primary mechanism for searching the 
distributed network. A servant receiving a 
Query descriptor will respond with a QueryHit 
if a match is found against its local data set. 
 

QueryHit The response to a Query. This descriptor 
provides the recipient with enough information 
to acquire the data matching the 
corresponding Query. 
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Push A mechanism that allows a firewalled servant 

to contribute file-based data to the 
network. 
 

 

File Transfers 

 
Notice that none of the message types involve actually transferring a file.  This is because the 

Gnutella network is only used for messages about files.  The file data itself is transferred using an 

HTTP connection between the two servants on the network, complete with HTTP 1.1 compliant 

headers. 

 

 

1.3  LimeWire’s Metadata Standard 
 

Initially users could only search for information on the Gnutella network by matching a request 

against files names.  LimeWire extended text searches to include XML metadata in a recent 

release of their application.  “The idea is to allow users to give specific information in queries, and 

thus be able to search more efficiently for the information that really concerns them” (Thadani). 

 

Rich Queries That Remain Backwards Compatible 

 

Using LimeWire’s current metadata standard, if someone was trying to locate the book Big-Bang, 

they could go beyond simply searching on the string “big bang”, and broadcast the following XML 

query to the network: 

 

<books> 
<book schema=”http://www.limewire.com/schemas/book.xsd” 
title=”Big Bang –Origin of the universe” 
publisher=”ABC Publishing Co” 
author=”John Doe”/> 
</books> 
 

The user generates this type of request by filling out a form: 
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These XML queries are still backwards compatible with older (and non-LimeWire) Gnutella 

applications. 

 

Here is how the message is sent out onto the network: 

 

 
 

And this is what a Gnutella application that does not understand the XML rich query will interpret: 

 

 

“Older clients that do not understand rich queries will just ignore the stuff after the first null. Newer 

clients that can respond to the rich query will understand that the first null is not the end of the 

packet and that there is a rich query after that first null” (Thadani). 

 

The QeuryHit message sent back from a metadata enabled LimeWire application also contains 

XML, however backwards compatibility is not an issue in this situation since the application 

sending the rich Query message obviously can handle XML messages. 
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Authoring Metadata 

To generate metadata that can be hit by a rich query on the network, the user must manually 

annotate files they are sharing on the network using a form: 

 

 

 

Here is the XML schema this form generates: 

 

<?xml version="1.0"?> 
<books xsi:noNamespaceSchemaLocation=http://www.limewire.com/schemas/book.xsd> 

<book  identifier="C:\shared\Big-Bang.txt " 
title=”Origin of the Universe” 
author=”John B Doe” 
chapters=”11” 
genre=”Non-fiction” 
publisher”ABC Publishing Co” 
price=”$12.50” 
comments=”Extremely well written” 

</book> 
</books> 
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Section 2:  Specification for Improving Information Retrieval 
on the Gnutella Network 
 

2.1  A New Perspective On Metadata Searching 
 

The LimeWire developers have approached the problem of information retrieval on the Gnutella 

Network by allowing users to specify sub properties of their digital objects in the form of metadata 

elements like chapters or track number.  Since these properties refine the object itself, they are 

only useful if the person searching for information knows exactly which digital object they are 

trying to locate.  This sub-property metadata is subsequently worthless for users who are not 

explicitly sure which digital objects they are interested in obtaining.  However, metadata is equally 

(if not more) useful for this sort of searching.  To draw on an analogy, if information retrieval is 

akin to throwing darts, then metadata that encompasses digital objects will be much more useful 

then metadata that refines them. 

 

While two of the metadata elements available in the current release of LimeWire do encompass 

the digital object (Genre, and Type), these elements have fixed options available in a drop down 

list box.  This of course limits the richness of this kind of metadata: citizens of Gnutella have no 

way to create their own encompassing groups.  Since LimeWire’s standard for including XML 

metadata in Gnutella searches is already in place, this project deals more with how we can use 

XML metadata to help the user find information, rather then determining the best way to integrate 
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XML metadata into the Gnutella protocol.  With that in mind, let’s begin with looking at the new 

user interface. 

 

2.2  Overview of the User Interface 
 

In the new interface, users are able to associate digital objects with encompassing metadata by 

associating these files into a particular group.  The groups are created by members of the 

community, so the groups will convey different types of encompassing metadata.  One group 

might form around a particular subject, while other groups may form around a format of content, 

or author, or geographic location.  There are no guidelines on types of encompassing metadata a 

grouping of digital objects can convey, and there are no naming conventions or restrictions other 

than the restriction that the group name must begin with gnutella. 

 

The new Groups tab appears as the second tab in the application, next to the search tab.  On the 

left is the favorites pane, and on the right the right the current group is displayed.  If the user 

navigates to a group and the group is not currently listed in the favorites pane, an add to favorites  

button will appear next to the group name.  By default no group is initially displayed when loading 

the application, and the download, promote, and demote buttons are inactive. 
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[Note: Two changes - The find related button has been replaced with the post button, and the title 

has been replaced with an address bar that will hold the title, similar to a web browser.] 

 

A typical user scenario will start with the user viewing a group.  This will be followed by 

downloading files listed in that group, launching the files after they are downloaded, and then 

promoting or demoting the rank of each of the files downloaded. 

 

Viewing a Group 

Viewing a group can be achieved by: 

1. Double clicking or clicking the launch button while selecting a group that appears in a 

normal search on the search tab. 

2. Typing in a group name in the address bar on the groups tab and clicking Go. 

3. Selecting a group listed on the Favorites pane (single click, group begins to load on 

mouse release). 

4. Selecting a group and clicking Go in the Find Groups window.  The wizard remains open. 

5. Selecting a group and clicking Go in the Create A Group wizard.  The wizard remains 

open. 
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Once a user opens a group, the incoming list of files that match that group are ordered first by 

date added to group (date), and then by user rating (rank). 

 

Downloading Files 

The user can download a file from the group by: 

1. Double clicking the file. 

2. Selecting the file and clicking the Download button. 

3. Right clicking on the file and selecting Download. 

 

Launching Files 

Once downloaded, the file will appear with a different font or color [note: decide which looks best].  

The user can then launch the file by: 

1. Double clicking the file. 

2. Selecting the file and clicking the Launch button.  The launch button replaces the 

download button when a downloaded file is selected. 

3. Right clicking on the file and selecting Launch. 

 

Ranking Files 

 

 

 

The promote and demote buttons are not active by default.  When inactive, both tool tips read: 

“To change the rank of a file you must first download and launch it”.  After a user downloads and 

launches a file, the buttons become active when that file is selected.  During this stage the tool 

tips read “Increase rank of file” and “Decrease rank of file,” respectively.  Once the user hits either 

button, the rank next to the selected file immediately changes and the buttons become inactive 

again.  The tool tip then reads “You have already rated this file.” 
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Posting Files to a Group 

 

 
 

To post files to a group the user must first open the group they wish to post to, and then hit the 

Post Files button.  This opens a window showing the folders they are sharing, and the files in 

each folder. 

 
The user may hold down shift to select multiple files (this is mentioned in the window).  After 

selecting a group of files the user must hit the Post button at the bottom of the window which will 

simultaneously post the files and close the window.  If the user wants to post files from two 

different directories into the same group they must do the process twice. [Note: The other solution 

is to have a queue in the window showing the files they are going to post; I am still deciding if this 

is better.]  If the user moves the files on his hard drive, he will need to repost the files to the 

group. 
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Build Group List Wizard / Find Groups Window 

 

 

 

The Build Group List wizard loads the first time the user selects the Find Groups button at the 

button of the Favorites pane.  After the user has run the wizard once, clicking the Find Groups 

button simply loads the Find Groups window.  The user can later access the Build Groups List 

wizard by selecting Rebuild Group List from the Groups menu, or clicking the Rebuild Group List 

button in the Find Groups  window. 

 

The Build Groups List wizard has two steps and is always followed by the Find Groups  window.  

 

Step 1: Explain Process to 
User. 

Step 2: Search the network 
and compile list of groups. 

Step 3: Allow user to search 
the locally stored list of 
groups. 
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Create a Group Wizard 

 

 

 

The Create a Group wizard allows users to publish a new group onto the network.  To avoid an 

explosion of similar groups, the wizard both explains to the user that creating too many groups 

makes it harder to find information, and gives the user a tool to determine if the group they wish 

to create already exists.  After these two steps the user specifies information about the new group 

and it is published to the network.  If the new group does not receive traffic each node will 

eventually delete it. 

 

Step 1: Explain the group explosion problem to 
the user. 

Step 2:  Let the user check if the group they 
wish to create already exists. 

 
 

The text in Step 1 reads: 
“To make information easier 
to find on the Gnutella 
Network, each group should 
be unique.  This wizard will 
help you determine if the 
group you wish to create is 
unique, however it is up to 
the Gnutella community to 
keep the number of similar 
groups down.”  The user 
must click a check box 
whose text reads: “I 
understand that creating 
groups on topics that 
already exist is bad for the 
community.” 

  

Step 3: Get information about the new group. Step 4:  Publish information about the new 
group onto the network. 

 
The key words they used in the last step are automatically 
added to the description text box. 

 
The new group is automatically added to the users 
favorites pane. 
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2.3   Implementation Details 
 

All of the features described in the previous section build on top of LimeWire’s current standard 

for integrating XML metadata into the Gnutella protocol. 

 

Publishing Files with XML Annotations 

When a user publishes files to a particular group, the application associates that group in the 

metadata of those files.  This is functionally the same as if the user went to the library and used 

the Annotate button.  The files reside on the users computer, so after hitting the publish button 

the user will see the files immediately appear in the group, already downloaded. 

 

 

Using Rich Queries to View a Group 

Similar to the rich queries LimeWire is currently using, when the user views a group, the 

application searches the network for files that have that group listed in their metadata.  However, 

instead of refining metadata, the XML in the payload contains encompassing metadata: 

 

 

 

XML to return a specific file: Big-Bang – Origin of the Universe 

<books> 
<book schema=”http://www.limewire.com/schemas/book.xsd” 
title=”Big Bang –Origin of the universe” 
chapters=”11”/> 
</books> 
 

XML to return a group of files: Books about Science and the Universe 

<objects> 
<object schema=”http://people.cornell.edu/ajf15/limegroups.xsd”> 

<group>gnutella.books.science.universe</group> 
</objects> 
 
 

Unlike the current rich queries, group searches are not backwards compatible with other older 

applications.  When searching for a specific file with a rich query, part of the query (like the title) 
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can be used to make the search meaningful to applications that do not understand the XML 

payload.  There is no relevant information to include in the String Query with the group search, 

since the user does not know exactly what he is trying to retrieve.  The group searches will 

contain a specific GUID (referred to as GroupSearch) in the String Query segment of the 

message that will be meaningful to applications that support groups.  The messages are still 

backwards compatible in the sense that older applications will look at the String Query, not find 

any relevant files that match it, and pass the message on. 

 

Generating a Group list 

When accessing the network for the first time, the application needs to quickly build a list of active 

groups on the network.  This is achieved by sending out a query on the network using another 

specific GUID in the String Query of the message (referred to as GroupList).  The TTL on this 

message should be very short, perhaps only 2 hops.  The GroupList query is sent when the user 

initiates the Build Group List wizard.  When a node that understands groups receives the Query, it 

responds with a QueryHit, and the wizard automatically begins downloading its groups.xml file.  

The wizard downloads one file for each QueryHit it receives back, and then all of these files are 

merged together. 

 

In a groups.xml file, each group has the following attributes: 

? Name 

? Description 

? Date created 

? TrafficRate 

When merging several groups.xml files, the application will handle conflicting information by 

taking the most common Description and Date, and the average TrafficRate. 

 

Learning Popular Groups 

After logging onto the network and generating a groups list by correlating other nodes’ groups.xml 

files, the application will begin to monitor the network.  Every time the application routes a 

QueryHit, it will make note of the group listed in the XML payload, if there is one.  The application 

will then look up the group in its groups.xml file and increment the corresponding TrafficRate.  If 

the group is not in the applications groups.xml file, it will add it, and then increment the 

TrafficRate.  Occasionally the application will check the groups.xml file to find groups that are 

popular that it does not have a Description or Date for (this query is called GroupInfo).  To reduce 

network traffic, the TTL of this message is short, and the application will ONLY send GroupInfo 

for unknown groups with high TrafficRates.  It is important the TrafficRate is high, because 
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otherwise someone could create a network bandwidth problem by simply posting files to unknown 

group names. 

 

Eliminating Unused Groups 

On a regular interval, nodes on the network will check their groups.xml file and delete groups that 

have low or zero TrafficRates (and were not recently created).  Groups with low or zero traffic 

rates and no Date or Description listings (groups the application learned from the network traffic) 

are also automatically deleted. 

 

It is important to note that even if every node on the network deleted a group from its groups.xml 

file, the group will still technically exist.  If one person has several files on their hard drive posted 

to a very low traffic group, and another person searches for that group (perhaps they heard about 

it through the web or some other medium) they will still be able to find the files.  The purpose of 

eliminating unused or low traffic groups from the groups.xml file is to keep the size of the file 

down, and to provide the user with popular groups they may wish to add to their Favorites list. 

 

Creating Groups 

Using the Create A Group wizard, groups can be added to other nodes groups.xml files.  After 

completing the wizard, the application sends a GroupPublish message.  This consists of a Query 

containing XML with the new group’s name and description.  Technically this is not a Query at all 

because the node publishing is not expecting any response.  The TTL on this message is higher 

than average, so more nodes on the network are exposed to the new group.  When receiving a 

GroupPublish message, the application is expected to check that the group is not already in the 

groups.xml file.  If the group is indeed new, it adds it to the file and records the date off of the 

system clock.  The date is recorded on the receiving end of a GroupPublish message to insure 

that the date is accurate (since this information may be used by the application to delete the 

group at a later time). 

 

 

Calculating a File’s Rank 

When the user selects promote or demote to change the rank of a file they have downloaded 

from the network, they generate a piece of metadata stored on their computer that contains the 

group name, the file’s MD5, and the rank of the file +-1 from the network average (depending on 

which button they hit).  When receiving a GroupSearch Query, even if the user does not have any 

files posted to that group, the application will respond with a QueryHit containing metadata they 
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created when they hit the promote or demote button.  While these extra communications put a 

burden on network bandwidth, they are good for two reasons: 

1. Users who do not share content can add value to the network by sharing their opinions. 

2. This results in a more accurate TrafficRate for the group, since in general more people 

view files than post files. 

When receiving QueryHits for a GroupSearch, the application must average the rank metadata 

coming in, and associate it with the correct file using the MD5.  If rank metadata comes in, but the 

file is not found on the network, the information is discarded. 
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Section 3: Project Review 
 

 

After working more than twice as long as the expected time per week, it is reasonably 

disappointing to have only finished half of this project. 

 

The final power point presentation includes technical details on problems encountered during 

development, as well as information on what I learned and where I see future research heading in 

the world of peer to peer systems and metadata.  A printout of this presentation is attached. 
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Appendix I – Final Presentation 
 


