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Applications of Automated Facial Coding in
Media Measurement

Daniel McDuff, Member, IEEE, and Rana el Kaliouby

Abstract—Facial coding has become a common tool in media measurement, with large companies (e.g. Unilever) using it to test all of
their new video ad content. Facial reactions capture the in-the-moment response of an individual and these data complement
self-report measures. Two advancements in affective computing have made measurement possible at scale: 1) computer vision
algorithms are used to automatically code sign and message judgments based on facial muscle movements, 2) video data are
collected by recording responses in everyday environments via the viewer’s own webcam over the Internet. We present results of
online facial coding studies of video ads, movie trailers, political content, and long-form TV shows. We explain how these data can be
used in market research. Despite the ability to measure facial behavior in a scalable and quantifiable way, the interpretation of these
data is still challenging without baselines and comparative measures. Over the past four years we have collected and coded over two
million responses to everyday media content. Our huge dataset allows us to calculate reliable normative distributions of responses
across different media types. We present these data and argue that this provides a context within which to interpret facial responses
more accurately.

Index Terms—Facial Expressions, Facial coding, Emotion, Media Measurement, Advertising, Marketing, Crowdsourcing.
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1 INTRODUCTION

FACIAL reactions contain rich information about a per-
son’s response to a stimulus. In recent years facial

coding has become a common tool in market research and
media measurement as it can unobtrusively capture infor-
mation about the response of an individual in the moment.
Furthermore, facial behavior provides complementary infor-
mation to traditional self-report based measurement tech-
niques [1], [2], [3]. Observer judgement of facial behavior
can take the form of sign judgements (surface level behav-
iors, e.g. “lip corner pull”) and message judgements (sub-
jective interpretations, e.g. “happy”). Coding of sign and
message judgments based on facial behavior can be used to
provide quantitative, moment-by-moment, measures of the
viewer’s response. Facial responses are used for predicting
and quantitatively evaluating the performance of a piece of
content and for qualitative diagnosis of the content.

In the past, media measurement using facial coding
required subjects to come to a lab to be recorded as they
watched media content. Their responses were then manu-
ally coded [4]. However, the insights that could be drawn
from the measurement of facial responses were limited due
to the poor scalability of the observational methods. Recent
work has shown that accurate automatic coding of subtle
facial behaviors captured via webcams over the Internet as
people watch media content is possible [5]. Furthermore,
webcams are ubiquitous and many devices that have cam-
eras (cellphones, tablets and laptops) can connect to the
Internet. Efficient large-scale collection of facial responses
using Internet-based frameworks has changed media mea-
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Fig. 1. 1) Facial responses are captured via webcams whilst people
watch media content on desktop and mobile devices. 2) Face videos
are sent to the cloud. 3) Automated facial coding allows scalable
measurement of facial actions. 4) Responses to individual media units
are aggregated for qualitative and quantitative analysis. 5) Data from
thousands of ads are aggregated to capture category/genre norms.
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surement dramatically. In this paper we present applications
of facial coding in media measurement and draw insights
from the largest dataset of facial reactions to media in the
world.

Online video continues to grow fast. Video sharing
sites like YouTube host millions of hours of content. Video
advertisements are featured on many Internet sites. There
were an estimated 195.6 million digital video viewers in the
US in 20141, these represent over 78% of the population.
The age demographic that consumed the most online video
was 18 to 25 year olds. This age group spent almost 20
hours per month watching digital video. Google sites (such
as YouTube) accounted for 144 million unique viewers,
approximately three quarters of all video viewers. The U.S.
spend on online video advertising in 2014 was $5.75 billion.
Therefore, there is a huge amount of potential data available
by measuring (with informed consent) viewers’ responses to
online video content and big commercial potential if the ef-
ficacy of the content can be improved. Applications include:
ad testing (copy-testing), TV pilot testing, political polling,
video recommendation, and tagging, targeting and search.
Commercial companies including Affectiva and RealEyes
offer facial coding technology for applications in media
measurement. One of the results of commercialization of
this technology is that data is collected routinely and on
a scale that is unusual for most research projects. Fur-
thermore, the data contains natural responses to everyday
media content.

The Facial Action Coding System (FACS) is the most
widely used and comprehensive objective coding system
for facial behavior [6], [7]. Almost all sign judgment coding
of responses to media has used FACS. Without such a
universal coding system it would be extremely difficult to
communicate and interpret results. We present results of
automated facial coding for several behaviors which have
FACS-based definitions.

An ever-present challenge in affective computing is large
interpersonal variability in responses and the absence of
baselines and comparative measures for expressive behav-
iors. Using the millions of observations we have collected
from around the world we are able to start to build nor-
mative distributions of base rates for these behaviors. We
present these distributions for different video ad categories
and argue that this provides a context within which to
interpret facial responses more accurately.

In the remainder of this paper we present large-scale
facial expression measurements from responses to every-
day media. Figure 1 shows an overview of the approach
used to record and code responses to media content. We
have recorded and analyzed millions of facial responses to
video ads, political debates and speeches, movie trailers, TV
shows and YouTube clips (see Figure 2 for examples). Based
on this vast dataset of millions of responses to 10,000s of
media units we show how the distributions of responses
differ across media types. Large differences in base rates
were observed between content from different categories
with people smiling most during pet care ads.

1. http://www.statista.com/statistics/271611/digital-video-
viewers-in-the-united-states/

Fig. 2. Facial coding is used in audience measurement of many different
types of media. We have recorded and analyzed over two million facial
responses to content, including (clockwise from top left): video ads,
political debates and speeches, TV shows, movie trailers and YouTube
clips. In this paper we present examples drawn from many of these types
of content.

We present applications and data from tests in four
areas of media measurement: ad and movie trailer copy-
testing, political polling and TV pilot testing. Copy-testing
refers to audience testing of media material. We show
examples of aggregate responses to these difference types
of content. We discuss the direction that this technology
can take next. Currently, most measurement is performed
via online market research panels and participants are paid
to participate. However, emotion tagging of content and
content recommendation could be very useful to the wider
public. To enable these applications we need facial coding
of much more content. For this to happen users who are
not paid as part of a market research study will need to be
incentivized to opt-in.

Finally, we highlight security and privacy concerns that
this technology raises. As the use of webcams in many
applications increases it raises issues related to the storage
and identifiability of these videos. These are issues that will
become more and more important for the community as
commercial applications of affective computing technology
grow.

2 RELATED WORK

2.1 Affective Media Measurement
There is a great deal of evidence that facial responses to
media content contain rich information and complement
self-report measurements [1], [2], [3]. Micu and Plummer [2]
found that Zygomatic major activity measured via facial
electromyography (EMG) whilst viewers watched video ads
captured different information from self-reported feelings.
Kassam [1] performed a comprehensive analysis of facial
actions, using FACS, during emotion eliciting clips and
found that facial responses were consistent with, but also
complementary to, self-report measures.

Soleymani et al. [8] presented a system for emotion
measurement from electroencephalogram (EEG), pupillary
response and gaze distance based on responses to videos.
Physiological signals have also been combined with content-
based features in other work [9], [10]. Joho et al. [11] pre-
sented a system for detecting personal highlights using ob-
servations of facial activity. Zhao et al. [12] designed a video
recommendation system based on automatically detected
expressions of six emotions (amusement, sadness, disgust,
anger, surprise and fear). Wang et al. [13] presented an
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emotion tagging approach using the relationships between
expressions and emotions.

Much of the research in media measurement has been
applied to video ads. Teixeira et al. [14] found that smil-
ing in response to TV ads was related to purchase intent.
The main finding was that entertainment (characterized as
smiling behavior) has an inverted U-shape relationship to
purchase intent (i.e. inducing smiling increases purchase
intent but too much smiling has a detrimental impact).
Yang et al. [15] found that zapping behavior could be
predicted from smiling behavior as people watched ads.
Similarly eye gaze patterns have been found to predict ad
zapping [16]. McDuff et al. [3], [17] showed that viewer
liking of ad content and desire to view ads again could be
predicted from smile responses.

Media measurement techniques are also used to under-
stand the effectiveness and impact of long-form content.
Navaranthna et al. [18] presented a method for coding
audience behavior capturing facial and body motions. These
observations were used to predict the ratings for feature-
length movies. Hernandez et al. [19] explored the relation-
ships between automatically coded facial and head gestures
and manually coded engagement levels. The system was
tested on videos of 47 participants watching a TV show.

Understanding responses to political content is another
major use of media measurement techniques. Political de-
bates, speeches and campaign ads all cover emotive is-
sues that impact people’s lives. McDuff et al. [20] collected
viewer responses to election debate videos online.

2.2 Automated Facial Coding

FACS contains descriptions for 28 upper and lower facial
actions. Manual coding of FACS is laborious and requires
expert training. We have found it takes our FACS coders
one hour to code two to four minutes of video for several
action codes. Automated coding of FACS using computer
vision algorithms aims to make coding more efficient and
repeatable. Valstar [21] presents a summary of automated
facial expression analysis techniques.

Most automated facial action coding systems have three
main components: 1) face detection and tracking, 2) image
feature extraction and 3) classification. The Viola-Jones face
detector [22] is the most commonly used face detection
method. Following face detection a more refined face align-
ment method is typically used.

Handcrafted features are then calculated from a region
of interest (ROI) containing the face. These can be computed
from landmark points to capture the shape changes of
the face and/or from image pixel values to capture the
appearance changes of the face. Commonly used appear-
ance features include Local Binary Patterns (LBP) [23] and
Histograms of Orientated Gradients (HOG) [24].

Support Vector Machines (SVM) are the most commonly
used models for classification. Recently, the application of
deep neural networks has become popular in many do-
mains of computer vision. These methods do not necessarily
require hand-crafted features and have shown promise in
facial expression analysis. Some of the first examples were
presented by Fasel [25] and Matsugu et al. [26]. These types
of methods hold much promise as the size of training

datasets increases. As we describe below, measuring facial
responses to media content is one way that naturalistic data
can be efficiently sourced from a diverse population.

3 MEDIA TESTING AND FACIAL CODING

In this paper we present examples of commercial applica-
tions of facial coding applied to media measurement. The
data used to illustrate the applications presented in Section
4 were taken from a huge corpus of facial responses to media
content. In this section we give details of how the data were
collected, including the video recording and facial coding.
The applications are the main focus of this paper; however,
the context of how our system was implemented is useful.

3.1 Video Responses

Over a four year period we collected more than two million
facial video responses to media content from around the
world using a cloud-based framework [5]. In this work we
analyze responses to 10,854 unique pieces of media content
that were used as stimuli. These included video ads for
products, political ads, debates and speeches, movie trail-
ers and TV shows. A majority were video advertisements
between 20 seconds and two minutes in duration. The
experimental protocol evolved within the four year period;
however, the main components were the same.

Participants were recruited via email or social media.
In all cases subjects were asked at the start of each study
for consent to record their reaction via the webcam. Thus
they were aware that they were being filmed during the
experiment. They were asked additional consent if the video
images could be used in publications for research purposes.
Following this, the participants watched a video, or series
of videos, and their facial responses were recorded and
streamed to the cloud for analysis. Typically the experi-
ments lasted between 10 and 30 minutes and participants
were compensated for their time. In some cases the video
responses were recorded from people’s own device in their
home. However, in other cases where it was not practical
to do this the participants completed the experiments in a
market research facility.

Ad copy-testing and other forms of commercial me-
dia measurement traditionally require people to watch the
content and answer survey questions. Recording facial re-
sponses during the survey requires no additional time from
the participants and therefore is very convenient. However,
we have found that additional compensation is typically
needed when asking permission to use the webcam. In our
experiments the participants were typically compensated at
an hourly rate of about $10-20; however, many surveys were
much shorter than one hour in length.

In total we analyze 2,186,207 facial response videos from
500,170 unique participants. We estimate that it would have
required over 50 years of direct coding time to manually
code this data. As it was in our case, using distributed
computing in the form of Amazon’s Elastic Map-Reduce
(EMR) framework, we were able to perform automated
coding on all the videos in a 72 hour period at a cost of
hundreds of dollars. The EMR framework allowed parallel
processing of videos across a set of machines. This method
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TABLE 1
Table showing the number of participants and videos recorded and the
number of media units (stimuli) tested. The numbers are broken down

by gender and geography. *Males and females watched the same
content therefore the number of media units here counts units twice.

Demographic Category Participants Face Videos Media Units

Gender
Male 110,982 455,218 7,624*

Female 176,846 1,005,682 7,624*
No label 212,342 725,307 3,230

Contin’t

Africa 26,389 67,080 253
Asia 50,867 1,101,638 3,622

Europe 167,799 355,694 2,623
Oceania 16,639 32,376 284

N. America 211,081 444,435 3,268
S. America 27,395 184,984 804

Total 500,170 2,186,207 10,854

is highly scalable as provisioning any number of machines
is possible.

Table 1 shows the number of videos we collected for
each gender and from each continent. The number of unique
participants represented in these videos is also shown. We
collected videos from 74 countries on six continents.

3.2 Automated Facial Coding
3.2.1 Software Pipeline
We used five facial action classifiers for coding smile, eye-
brow raise, eyebrow furrow, nose wrinkle and/or upper lip
raise, and lip depressor actions. The classifiers consisted of
four components: 1) face detection and tracking, 2) image
feature extraction, 3) SVM classification, 4) post-processing.
Figure 3 shows an overview of the facial action classifica-
tion.

Face Detection and Tracking. The Viola-Jones face de-
tector [22] was used to identify the largest face within
each frame of the videos. A facial feature tracker using a
supervised descent method (similar to [27]) was used to
identify 34 facial landmark points on the viewer’s face. The
face region of interest (ROI) was aligned and scaled to 96 x
96 pixels.

Image Features. Histograms of oriented gradients
(HOG) features [24] were extracted from the ROI. The HOG
features were extracted from 32 x 32 pixel blocks (cell-size 8
x 8 pixels) with a stride of 16 pixels. A histogram with 6 bins
was used for each block. The length of the resulting feature
vector for each image was 2400 (25*16*6). These parameters
were determined using cross-validation.

SVM. Nyström approximated radial basis function
(RBF) kernel SVM classifiers were used for classification
of each action(s). During the training process the SVM
cost, C, spread, γ, and the number of components of the
Nyström approximation, N, were optimized by performing
cross validation.

Post-processing. We apply a post-processing procedure
to the SVM output. The output was smoothed with a half
second moving average filter. Following this, a 30-second
moving baselining window was applied by subtracting the
mean of the minimum 40% of the signal and clipping
values less than zero. An average of the baselined and

original smoothed signal was taken. Finally, the output was
calibrated by applying a sigmoid function to the resulting
time series. The mid-point of the sigmoid was chosen to fix
the false positive rate (FPR) at 2%. As the expressions in the
videos are sparse [28] the false positive rate needs to be low.
The resulting signal we describe as the facial action score
for each action (i.e. smile action score). These signals were
mapped linearly to a scale between 0 and 100.

3.2.2 Classifiers
The facial coding is primarily based on FACS coding. How-
ever, in the context of media measurement, and market
research, we find it is generally helpful to provide names
for the actions and not just FACS numbers.

Smiling behavior is defined as lip corner smiling result-
ing from the zygomatic major muscle movement. Coders
labeled for the presence of lip corner smiles whether they
were “Duchenne” or “non-Duchenne” smiles. Future work
would benefit from analysis that discriminates the two;
however, we did not have the AU 6 labeled data to train
a classifier at the time of performing this analysis.

Eyebrow Raising behavior is characterized as the pres-
ence of outer eyebrow raise (AU 2 in FACS) resulting from
frontalis (pars lateralis) muscle movement.

Eyebrow Furrowing behavior is characterized as the
presence of brow lowerer (AU 4 in FACS) resulting from
corrugator supercilii muscle movement.

Nose Wrinkling/Lip Raising behavior is characterized
as the presence of AU 9 or AU 10 in FACS. This classifier
was designed to help detect expressions of disgust which
can appear in various forms some with AU 9, others with
AU 10 and others with both.

Lip Depressing behavior is characterized as the presence
of AU 15.

In all cases other actions could have been present in the
training frames.

3.2.3 Training and Testing
Human coders labeled over 15,000,000 frames of video
which make up our training, validation and testing sets. The
human-human frame-level κs calculated across these frames
are shown in Table 2.

The classifiers were each trained on 40,000 frames that
featured each action (positive class examples) and 40,000
frames that did not features each action (negative class
examples). These frames were taken from videos recorded
over the web and in-lab as people watched media con-
tent. The videos were similar to those analyzed below. The
samples were selected to maximize the number of subjects
within the training set. A validation set of 10,000 frames
was used to optimize the classifier parameters. This data
was also used to select an operating point (for which the
criteria was to limit the false positive rate on the validation
set to 2%). The classifiers were then tested on 1,100,000
frames from 1,500 videos. Table 2 shows the area under
the receiver operating characteristic (ROC) and precision-
recall (PR) curves. The table also shows the true positive rate
(TPR) and false positive rate (FPR) at the operating point
selected during testing. Commercial adoption of facial cod-
ing in copy-testing of ads has presented the opportunity to
advance automated facial coding significantly. By collecting
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Fig. 3. Overview of the facial action classification. Webcam images captured synchronously with media stimuli are processed frame-by-frame. Face
detection is used to localize the face and a 34 point landmark tracker used to register and normalize (rotation and scaling) the region of interest.
Histogram of oriented gradient features are extracted. The facial actions are detected using SVMs. The resulting temporal SVM output is smoothed
and calibrated.

reactions to everyday content using a web-based framework
we have sourced many naturalistic and spontaneous facial
responses. Once manually coded this provides a diverse set
of training images. Previous work has shown how the diver-
sity of the training set positively impacts the performance of
automated facial action classifiers [29]. The results we obtain
on the data show that our classifiers perform well even on
the unconstrained videos collected over the Internet.

4 APPLICATIONS IN MEDIA MEASUREMENT

4.1 Ad Copy-testing
Currently the biggest use of facial coding in media mea-
surement is in the copy-testing of video advertising content.
Video ads are typically 20 to 120 seconds in length and
can be in animatic or live video form. The measurement of
facial responses serves two main purposes: 1) quantitatively
evaluating media performance (i.e. predicting viral poten-
tial) and 2) qualitatively diagnosing which elements of the
ad elicit emotions and which emotions they elicit (i.e. does
a character evoke a positive reaction from the audience).
To our knowledge over one third of Fortune Global 500
companies use facial coding in ad copy-testing and some,
like Unilever, have made this a standard process for all
video ad content. Several works have illustrated how facial
coding metrics can be used to quantitatively evaluate the
impact of an ad on: preferences [17], zapping behavior [15]
and purchase intent [3], [14].

4.1.1 Building Emotion Norms
In our database the majority of the facial responses were
recorded as people watched video ads. This allows the con-
struction of norms associated with subcategories of ads that
are quite reliable. Norms are important, as the interpretation
of a facial expression in one context should not necessarily
be equal to that in another context. Until now it has been
difficult to build such norms across many dimensions due
to the limited amount of data available.

Different media content aims to, and does, induce differ-
ent types of emotional responses. Many of these differences
can be captured via changes in facial actions. For example,
a humorous TV commercial for a candy bar aims to induce

very different feelings than a sentimental charity ad or a
provocative political speech. Here we present normative
values for different ad categories showing that different
categories of content have very different baselines and there-
fore responses in each context cannot be compared directly.

The norms across different product categories are shown
in Figure 4. The groups of bars are ordered by the average
amount of smiling in descending order. Pet care advertise-
ments induce a lot of smiling as do entertainment and baby
care ads. Conversely, ads in the personal care and consumer
electronics categories elicit much less (approximately 50%
less) smiling on average. Interestingly, both the consumer
electronics and pharmaceuticals categories actually elicit
more eyebrow furrowing and lip depressing on average
than smiling. Baby care ads elicit the least lip depressor and
nose wrinkling/upper lip raising behavior.

This data clearly shows that facial expressions should
not be given equal weight when analyzing responses to con-
tent from different categories. For examples smile responses
to a pet care ad might not be as informative of a positive
response as smiles in responses to a personal care ad. Nose
wrinkle/upper lip raiser responses to a baby care ad might
be extremely informative of a negative reaction.

Although these norms have been built upon people’s
responses to media content the data have value beyond this
application. For instance they will, in future, allow us to
build norms for males and females, people of different ages
and norms across different countries/cultures [30].

4.1.2 Copy-test Case Study Examples
To help put these normative values into context we selected
a set of ads to use as a case study. According to the Google
“Ad Words” Agency2 the three most successful YouTube
ads of the past decade were: “Kobe vs. Messi: The Selfie
Shootout” (Turkish Airlines), “The Force” (VW) and “Like
a Girl” (Always). These were all included in the corpus of
ads we recorded responses to. Combined these videos have
received over 220 million views on YouTube.

Figure 5 A-C shows the mean smile responses and the
mean nose wrinkling/upper lip raising responses of viewers

2. http://adwordsagency.blogspot.co.uk/2015/06/we-asked-you-
voted-your-favorite.html
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TABLE 2
Facial action human-human coding agreement and automated classifier performance. The classifiers were tested on over one million frames. The

human-human coding κ and the classifier performance metrics are shown.

Testing Coder Perf. Classifier Performance

Classifier No. Frames No. Videos κ1 ROC2 PR3 TPR4 FPR5

Lip Corner Smiling .81 .968 .795 .753 .024
Eyebrow Raise | | .75 .926 .607 .670 .021

Eyebrow Furrow 1,100,000 1,500 .84 .912 .574 .487 .021
Nose wrinkle/Lip Raiser | | .80 .933 .413 .720 .042

Lip Depressor .55 .934 .402 .720 .040
1 κ = Frame level Agreement; 2 Area under the Receiver Operating Characteristic curve; 3 Area under the Precision-Recall curve;

4 TPR = True Positive Rate; 5 FPR = False Positive Rate.
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Fig. 4. Average facial expression base rates observed for different product categories. The error bars reflect the 95% confidence intervals. Pet care
ads elicit the highest amount of smiling and banking ads elicit the highest amount of lip depressor. Baby care ads elicit extremely positive responses
with very little brow furrowing, nose wrinkling/lip raising and lip depressing.

to each of these ads. Key scenes are indicated by the still
frames above the plots. In addition, we have shown the
average mean value for the ads in their respective cate-
gories. The results show that these ads elicited much higher
smiling responses than the norm for their category. The
nose wrinkling/upper lip raising responses were close to
the norm in each case. We have observed that successful
ads tend to have several scenes, not just one, that elicit
facial expression from a high percentage of the population.
In media tests a “high” percentage of the population is
typically 20-30%. Furthermore, these engaging scenes tend
to elicit strong positive responses involving smiles. In each
of these examples there are several local maxima in the smile
responses. This reflects how the content hooks the audience
initially and then develops the story before building to a
climax.

To contrast these we compare the results to those for
ads that have performed poorly. “Working” (GoDaddy) was
a Super Bowl ad that received less than 500,000 views be-
tween March and August 2015 (less than one percent of the
views the “Like a Girl” (Always) ad had in a similar period).
“Boy” (Nationwide) was a widely criticized ad aired during
the 2015 Super Bowl. The majority (over 60%) of social
media references to the Nationwide ad shortly after it was

aired during the Super Bowl were negative3. The ad only
received 250,000 views between March and August 2015,
many fewer than the successful ads described above that
received millions of views in a similar time frame after first
being aired. Figure 5 D-E shows the mean smile responses
and the mean nose wrinkling/upper lip raising responses
of viewers to these ads.

For the GoDaddy ad the aggregate smile response of the
viewers rarely exceeds the mean normative value for the
categories and by the end of the commercial is considerably
below it. Furthermore, the aggregate nose wrinkling/upper
lip raising response exceeds that of that norm especially at
the end. In addition to not eliciting many facial expressions
the expressions it did elicit from the viewers are often
expressions with negative emotional valence. Although the
Nationwide ad did elicit a high number of smiles at one
point (between 15-25s) the smiling responses are close to the
norm by the end, which is relatively poor for a Super Bowl
ad that costs millions of dollars to air once. Furthermore, the
nose wrinkling/upper lip raising responses are consistently
well above the mean for the category and are the highest for
all the ads shown.

3. http://adage.com/article/special-report-super-bowl/super-bowl-
somber-bowl/296942/
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Fig. 5. Examples of facial responses to ads. Ads that were successful (in generating viral viewing and positive critical reviews): A) Turkish Airlines -
Kobe vs. Messi: The Selfie Shootout (142,300,512 YouTube views since December 2013), B) Volkswagen - The Force (62,666,762 YouTube views
since February 2011), C) Always - Like A Girl (59,192,698 YouTube views since January 2014). Between them these ads have been watched
for over 3 million hours on YouTube. Ads that were unsuccessful: D) GoDaddy - Working (2015 Super Bowl ad with 498,772 YouTube views). E)
Nationwide - Boy (2015 Super Bowl ad with 250,000 YouTube views). The Always ad obtained over 100 times the number views in a similar period.
YouTube statistics as of August 2015. N = The number of facial responses collected for each ad. The mean facial action score represents the mean
classifier score across the viewers.

4.1.3 Facial Responses and Ad Liking

A key measure of advertisement effectiveness is likability.
We recruited 1,469 viewers to watch 10 ads each (taken
from a set of 230 ads) and we asked the viewers questions
following the ads (on average 64 viewers watched each ad).
To test the relationship between facial responses and self-
reported ad likability we asked: “How much did you like
the ad you just watch?” The viewers responded on a 5-point
scale from “not at all” to “very much.”

We fit a linear mixed-effects regression model using the
facial action base rates and self-report labels. The ad and

subject were treated as random effects.

Liking = β0 + β1Smiling + β2EyebrowRaise

+ β3EyebrowFurrow

+ β4LipDepressor

+ β5NoseWrinkle/LipRaise

+ Z1Ad + Z2Subject + E

Here, β0 is an intercept, β1, β2, β3, β4 and β5 are
the parameters that estimate the marginal linear effects of
Smiles, Eyebrow Raises, Eyebrow Furrows, Lip Depressors
and Nose Wrinkles on self-reported liking, Z1 and Z2 are
parameters describing the variance in the self-reported lik-
ing that can be explained by the differences among Ads and
Subjects, respectively. E is an error term.

The smile base rate had a significant positive effect on
liking (1.49, p < .001). Eyebrow furrow (-0.31, p < .01), lip
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a) Smirks followed by smiles b) Smirks not followed by smiles

Examples of asymmetric smirks observed in facial responses to 
political content

Fig. 6. Collecting facial responses to a wide range of different types
of media content has revealed many different insights. One being that
asymmetric facial behavior is both common and very informative. We
have observed smirking (asymmetric AU12) behavior relatively fre-
quently during political content and when claims are made.

corner depressor (-0.15, p< .05) and nose wrinkle (-0.35, p<
.05) base rates had weaker but significant negative effects on
liking. The eyebrow raise base rate did not have a significant
effect on liking (assuming a 95% confidence threshold).

In other work, machine learning techniques applied to
similar data have shown that accurate prediction of ad
liking based on smile responses is possible [3], [17]. The
above analysis shows that certain actions have a significant
negative association with liking.

4.2 Political Polling
Video media plays a very significant role in political cam-
paigning. Political debates, speeches and campaign ads all
cover emotive issues that impact people’s lives. In addition,
huge sums of money are spent on the content. During their
2012 US Presidential election campaigns the parties spent
almost $1,000,000,000 on TV advertising4.

In previous work, we presented analysis of facial re-
sponses to election debate clips from the 2012 US Presi-
dential election campaign [20]. Accurate prediction of inde-
pendent voter preferences was possible from automatically
measured facial responses alone. Figure 6 shows examples
of facial responses to political debate videos.

Figure 7 shows aggregate smile and nose wrin-
kling/upper lip raising responses from a population of
viewers to two political campaign ads from the Iowa Senate
race in 2014. Specifically, Joni Ernst (Republican) and Bruce
Braley (Democrat) were running for the Iowa senate seat.
Joni Ernst eventually won the seat and the political adver-
tising of the two candidates was a feature of the race. Bruce
Braley’s campaign ad (responses shown on top) elicited
expressions of nose wrinkling/upper lip raising even from
viewers that reported supporting him as a candidate. This
was not the case for Joni Ernst, who elicited more positive
expressions from the audience. This is an example of a
case in which facial expression data could be used as a
diagnostic test for an ad before it was shown in TV. One may
conclude from these data that the Braley ad failed to move
the Ernst supporters and left a number of the viewers who

4. http://www.washingtonpost.com

reported supporting Braley in a less positive state than when
they started watching the ad. Beyond these examples there
is not much data surrounding facial responses to political
media collected in real-world settings. However, political
measurement is one application that research is now able to
address.

Collecting facial responses to a range of media has
revealed new insights about the types of naturalistic facial
behavior that occurs in everyday life. One of these insights
being that asymmetric facial behavior is both common and
very informative. We have observed smirking (asymmetric
AU12) behavior relatively frequently during political con-
tent and when claims are made. Building classifiers for this
type of action has not been addressed extensively in the
field. This insight led to the development of a classifier for
detecting asymmetric smiles [31]. Figure 6 shows examples
of asymmetric AU12 behavior from our data. There is still
much to learn about the meaning and significance of these
types of actions.

4.3 Movie Trailer Testing
Movie trailers are specific types of advertisements that
aim to motivate an audience to watch a movie. However,
unlike product ads they contain very different material. The
material is typically taken from the movie and edited to
form an engaging teaser. Generally, original material is not
recorded for the trailer itself. Since it is relatively easy to
create multiple versions of a trailer, given there is a lot of
content to chose from, media measurement can be used to
compare versions side-by-side.

Different genres of movie will aim to elicit very different
responses from the viewers. Again, this is unlike most TV
ads that are heavily biased towards amusement or humor.
Figure 8 shows aggregate smile, eyebrow raise and eyebrow
furrow data from responses to a trailer for the movie “Peo-
ple Like Us”. It is notable that brow furrowing behavior is
more common than smiling. Concentration is likely to be
more common when following the story line of dramatic
content rather than a 30-second ad. The prevalence of brow
furrowing may not be a negative sign but may actually
signal engagement. In fact, those participants that reported
higher engagement also showed more brow furrowing in
this case.

4.4 Pilot TV Show Testing
Pilot show testing is another subset of media measurement
applications. In these cases the content is longer than the
20 to 120 second video ads. Shows are typically 30 to
60 minutes in length. These tests are often carried out in
facilities due to the length of the content and the difficulty
involved in recording responses to longer content in-home.
However, we have successfully carried out tests recording
responses to hour-long TV content in-home and in-facilities,
suggesting that with a reliable Internet connection it is
possible to capture responses in everyday environments.

A fundamental question is how expressions during
longer content differ from those observed during shorter
content. Do more people smile during sitcoms or a Super
Bowl ad? One might hypothesize that a prime-time sitcom
would be likely to make a higher percentage of viewers
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Fig. 7. The smile and nose wrinkling/upper lip raising responses to two political campaign ads from the Iowa U.S. senate race. Top) Bruce Braley’s
campaign ad. The self-professed Braley supporters (pink) showed high levels of smiling at the start but high levels of nose wrinkling/upper lip raising
towards the end. The self-professed Ernst supporters (blue) were relatively neutral. Bottom) Joni Ernst’s campaign ad. The self-professed Braley
supporters (pink) showed high levels of smiling during the ad. In the campaign Joni Ernst won the seat.
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Fig. 8. Aggregate facial scores for a dramatic movie trailer (“People Like Us”). Movie trailers and dramatic videos often contain more complex plots
than a typical ad. Therefore, we would expect that levels of concentration, and consequently eyebrow furrowing, would be higher. Unlike for product
ads this may not be an indicator of an ineffective trailer.
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laugh than a 20s TV ad. Figure 9 shows aggregate smile
responses to a 10 minute segment of a British sitcom.
Generally it is true that the smile response peaks are high
with over one third of the audience smiling at one point. As
shown in Figure 5 at most only 25% of the viewers smiled
during any of the top three most “viral” ads and the mean
smile score was less than 10 across all ad categories. TV
shows have longer to develop characters and engage an
audience, which perhaps explains why it would be easier
to elicit more facial responses.

One of the main roles of TV pilot testing is to ascertain
whether the content being viewed resonates with the target
demographic, or perhaps to determine which demographic
the content resonates best with. In Figure 9 the smile re-
sponses to the TV sitcom are broken down by the ethnicity
of the viewers, white viewers (blue) and black, Asian and
mixed ethnicity (BAME) viewers (pink). There is a dramatic
difference between the responses of the white and BAME
viewers. In particular, the BAME viewers do not show any
smiling behavior during certain segments for which up to
25% of the white viewers were smiling. Overall, BAME
viewers smiled much less frequently on average, especially
during the first five minutes. These results would suggest
that this content would be much more successful with the
white viewers and it may influence the time and channel the
content is aired on.

Although most TV pilot testing is performed in labora-
tory facilities, recording responses to longer content online
is possible. The data shown in Figure 9 was collected whilst
viewers watched one hour of material at home. Measuring
responses to long-form content online presents some chal-
lenges that are less significant when testing shorter content.
Firstly, streaming videos to the cloud for a long time (e.g.
one hour) increases the likelihood that a “drop” in the
connection will occur at some point. Secondly, there is a
much higher likelihood that an individual will get up and
walk away from the camera/screen during the content or
get bored and switch to another task. Although these may be
useful non-verbal signals within themselves they can make
analysis more complicated. Given these challenges it is
likely that most commercial long-form media measurement
will continue to be carried out in facilities in the near future.

5 EMERGING APPLICATIONS

As the use of facial coding in media measurement matures
the analytics and applications will become more advanced.
Currently, a human in the loop is still required for much
of the qualitative analysis and media diagnostics described
above. However, there are several emerging applications
that require faster, automated decision-making.

5.1 Emotion-Based Video Ad Targeting

Demographic and behavioral (e.g. click) data is used to
make split second decisions about which video content
to present to a viewer online. The aim being to increase
the effectiveness of a marketing campaign. Understanding
which ads elicit facial expressions from a greater percentage
of the population (and potentially cause higher arousal)
provides another dimension by which to target video ad

content. If a demographic segment with high emotional
engagement to an ad category could be determined using
facial coding then people from similar demographics may
be targeted with that content more frequently. Building
emotional connections with customers is extremely valuable
for a brand and therefore this type of targeting could be very
appealing. Figure 10 shows an example of a billboard that
uses input from the webcam to analyze the response of the
viewer and play subsequent content based on their reaction.

5.2 Emotion-Based Video Recommendation

More and more video content is being consumed online.
Services such as Netflix, Hulu and Crackle all provide on-
demand video streaming. These companies place a huge
value on being able to recommend the most appropriate
content for their viewers in a personalized way (as demon-
strated by the famous “Netflix Challenge”).

Initial evidence suggests that viewer liking of content
and desire to view videos can be predicted from smiles re-
sponses [3], [17]. Zhao et al. [12] presented a recommenda-
tion system based on a set of six emotions. It seems natural
that the emotional engagement of a person with a particular
set of TV shows would by indicative of their preferences.
Evaluating the user experience of such a recommendation
system would be a natural next step.

5.3 Emotion-Based Tagging and Retrieval

With millions of hours of video content on video sharing
sites like YouTube (at the time of writing 300 hours of
new content is uploaded every hour5) it is becoming in-
creasingly important to find ways to intelligently tag and
index them for searching purposes. Facial coding is a useful
unobtrusive method for automatically tagging sections of
content. This concept is not new, researchers have suggested
systems for emotion tagging and retrieval from affective
signals previously [8], [9]. Now that facial coding on a large-
scale is becoming more routine there will soon be a critical
mass of data for building commercial systems that use this
data. One method of tagging could be identifying personal
highlights [11], another could be to tag the facial emotion
expression elicited.

5.4 Measuring the Effectiveness of MOOCs

Online video content is becoming more and more important
for educational purposes. Massive Open Online Courses
(MOOCs) provide teaching material for huge numbers of
people. However, teachers lose the affective information
that was available when teaching face-to-face in a class-
room. Teachers could potentially view the webcam footage
of their students asynchronously; however, this would be
extremely burdensome and time-consuming. Aggregated
affective data would be extremely valuable as feedback for
educators. Once again, facial expression norms are likely to
be different in responses to online learning content com-
pared to responses to entertainment or advertising media.
The analytics could benefit from leveraging the considerable
amount of research on automated tutors [32].

5. https://www.youtube.com/yt/press/en-GB/statistics.html
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Fig. 9. Mean smile responses of viewers to a 10 minute segment of a British sitcom. The responses are broken down by the ethnicity of the viewers:
white viewers (blue) and black, Asian and mixed ethnicity viewers (pink). The BAME viewers smiled much less frequently on average and especially
during the first five minutes. Media measurement techniques are used frequently to determine which demographic a TV show resonates with.

Fig. 10. The Affective Billboard is an example of an automated sys-
tem for emotionally targeting videos to viewers based on their facial
responses. The viewer’s reaction is analyzed whilst they view an ad and
subsequent content is automatically selected based on their reaction.

6 PRIVACY

Recording and analyzing videos of people is a sensitive
topic and there are many justified concerns related to po-
tential invasions of privacy. Warren and Brandeis discussed
the implications of photography and the press in their article
of 1890 [33]:

“That the individual shall have full protection in person and
in property is a principle as old as the common law; but it has
been found necessary from time to time to define anew the exact
nature and extent of such protection . . . the existing law affords
a principle from which may be invoked to protect the privacy of
the individual from invasion either by the too enterprising press,
the photographer, or the possessor of any other modern device for
rewording or reproducing scenes or sounds.”

There are parallels we could draw with the use of we-
bcams in many modern day applications. Researchers need
to consider how to afford subjects the appropriate protection
and to consider the social impact of the technology that they
develop and deploy.

Fig. 11. Examples of individuals who opted-in to the experiment but kept
their identity hidden. From left to right: 1) Covering the camera with a
finger, 2) using a fake head, 3) wearing a mask, 4) hand drawn pictures.
Providing ways for people to opt-in and contribute emotion data whilst
keeping their identity hidden is a very interesting and important area
of research for the affective computing and human-computer interaction
communities.

In all the analysis we have performed viewers provided
informed consent to allow recording of the webcam feed
before they took part in the study. We only recorded we-
bcam videos while they were watching the video stimuli
(not before or after). In addition, only those that provided
additional express consent to have their images used in
research publications are shown here. Finally, the videos we
record are deleted on a rolling basis.

However, as this form of measurement becomes more
and more mainstream, additional safeguards may become
necessary. In is notable that several viewers decided to
“game” the system such that their face was not recorded.
Figure 11 shows examples of the camera being covered, false
heads or masks being used or hand drawn pictures being
held up to the camera. A very interesting line of research is
in designing methods for removing personally identifiable
information from videos whilst preserving facial expression
signals. We hope that this research presents methods that
allow people to opt-in without being worried that their
personally identifiable data will be stored.

7 LIMITATIONS

We have provided analysis of a huge dataset of responses to
media, most of the stimuli being TV ads. Advertisements
tend to try to elicit positive emotions. However, it must
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be noted that there are many different genres of media
content (e.g. horror, thrillers, dramas) that aim to elicit other
emotions (an expression of fear during a horror movie may
be a good sign). We have demonstrated how data on a large
scale can be collected and used in certain categories but
there remains a lot of research to be done.

8 CONCLUSION AND FUTURE WORK

Automated facial coding has become a common tool in mar-
ket research and media measurement, with large companies
like Unilever testing all of their new video ad content using
facial coding. Web-based frameworks make it possible to
capture responses of viewers to video content in everyday
settings. Computer vision algorithms for automatically cod-
ing sign and message judgments based on facial muscle
movements can be used to code responses from viewers.
These factors make the measurements of in-the-moment
responses to media scalable.

We have presented results from online facial coding
studies of video ads, movie trailers, political content and
long-form TV shows. We have illustrated, through several
examples, how the best ads (as judged by industry experts)
elicit facial expressions from a greater percentage of the
population and given examples of poor ads that elicit smile
responses below the normative values for their categories.
We have given examples of different ways in which facial
coding data can be used: to quantitatively evaluate adver-
tising, to compare different cuts of a movie trailer and to
identify the target demographic for a TV show.

We show that the interpretation of these data is much
easier in the presence of baselines and comparative mea-
sures. We have collected millions of facial responses to over
10,000 media units. This data has allowed us to build reliable
emotion norms for different categories of media. We have
found significant differences between the facial responses
observed towards ads from different product categories. Pet
care advertisements induce the most smiling, with baby
care ads also inducing a lot of smiles. Ads in the personal
care and consumer electronics categories elicit much less
(approximately 50% less) smiling on average. Pharmaceu-
tical ads induced high amounts of brow furrowing and lip
depressing.

Although facial coding is currently used for commercial
media measurement applications there are a range of other
measurement applications that are emerging. These include
emotion-based video recommendation, video targeting, tag-
ging and search. It will probably be infeasible to compensate
viewers to turn on their webcam for all of these applications
and therefore there needs to be other incentives for doing so
- if the methods are to become widespread.

Over 80% of Internet users own a smartphone and/or a
tablet device. There is increasing pressure for the measure-
ment of affective responses to media via mobile devices;
however, this adds further technical challenges. The com-
putational cost of analysis becomes a considerable factor
both in terms of memory footprint and processing time. In
addition, the computer vision algorithms need to be able to
perform robustly with highly variable head pose.

Facial behavior is influenced by many factors including:
gender [34], age [35], culture [36], [37] and context [38].

Normative data across all of these dimensions, and oth-
ers, will be possible with the large datasets that are now
being collected. We collect an average of 200 facial videos
each day and this could increase rapidly if some of the
other applications of facial coding in media measurement
are widely adopted. There is a large number of potential
research opportunities that this presents.

Although we have focused on facial coding in this paper
there are a number of other affective signals that can be
measured. Webcam-based eye tracking methods have been
developed that allow scalable eye tracking over the Internet.
Heart rate and other physiological signals can be measured
remotely using cameras [39]. As these technologies continue
to mature large-scale measurement of many signals is likely
to be possible. As with facial behaviors building normative
databases will be critical for interpreting these data.
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