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ABSTRACT
As graphs are generated with greater numbers of vertices
and edges, it becomes increasingly important to develop ef-
fective ways to visualize them. Current methods can au-
tomatically layout reasonably complex graphs, but graphs
with small world properties and high edge densities are still
extremely challenging. This paper proposes two approaches
to creating graph abstractions; graphs which exhibit the
same topological features and express the details of the orig-
inal graph in an effective visual way. We use centrality and
k-clique detection as the foundation for these new visualiza-
tion methods.

1. INTRODUCTION
For small numbers of vertices and edges, classic ball and
stick models of graph visualization are effective. They pro-
vide excellent multi-scale detail, allowing users to perceive
both global structure and a detailed topological features.
The success of these visualization methods depends on the
clear layout of the graph. For small numbers of vertices and
edges this is relatively easy, and there are a variety of very
effective algorithms for generating reasonably good layouts.
Unfortunately, as graph sizes and densities grow, these lay-
out mechanisms have a difficult time creating layouts that
retain the multi-scale properties found in layouts of smaller,
more sparse graphs.

In this paper, we propose two new methods of pre-processing
graphs to help bring the advantages of visualizations of small
graphs to graphs with much more complex structure. The
first method, centrality erosion, uses iterative centrality cal-
culations to categorize vertices by their distance from the
core of the graph. This method is most effective at clarifying
topological details of smaller graphs. The second method,
k-clique minimization with centrality reduction, attempts
to transform a complex graph into its abstract components,
creating new graphs that are representative of the originals
but of a structure which is more effectively laid out by ex-

Figure 1: Original graph with all vertex centralities
labeled.

isting layout algorithms.

2. CENTRALITY EROSION
In this method, we use the centrality metric to classify ver-
tices. Once the vertices are classified, they graph is redrawn
emphasizing the important vertices.

2.1 Centrality
Centrality is a measure of how often a vertex is along the
shortest path between two other vertices. To calculate cen-
trality, each combination of vertices in the graph is selected
and the shortest path between them is found. Each vertex
along the path (excluding the starting and ending vertex)
gets a point. If there is more than one shortest path, points
are split equally. This resulting scores for each vertex in the
graph represent that vertex’s centrality. (see fig. 1).

2.2 Erosion Process
For each erosion step, vertices with zero centrality are re-
moved. This process is repeated until either all vertices
have been eroded away or the graph has reached a stable
state where none of the vertices have zero centrality. At



Figure 2: Final graph, with color and size deter-
mined by iteration of erosion.

that point, we go back to the original graph and color and
size each vertex based on which iteration they eroded. The
more quickly they eroded, the lighter and smaller they are
(see fig. 2).

From this visualization, we can get an impression of where
the core of the graph lies. The vertices that erode are less
important for connecting vertices with each other, so they’re
not crucial to the structure of the graph. In making these
less noticeable, we manage to retain all information in the
graph while still making it easier to visualize the important
structures.

3. K-CLIQUE MINIMIZATION AND CEN-
TRALITY REDUCTION

Much like the visual elements of shape, color, and size,
graphs have a vocabulary of basic components. For small
graphs, these components are immediately visible. Clus-
ters, high centrality vertices, hubs, etc can all be easily visu-
ally detected. For more complex graphs, this becomes much
more difficult; small-scale features become mostly unrecog-
nizable and viewers must focus on often deceptive large-scale
features like shape. To counteract this trend, it is useful
to algorithmically detect small-scale components and make
them clearly visible at a large scale.

One such component, common in many small-world graphs,
is the k-clique. A k-clique is a subgraph containing k com-
pletely connected vertices. Thus k-cliques are commonly
found in collaboration graphs (the n authors of a paper will
always form an n-clique), social networks, internet link pat-
terns, etc. Thus k-cliques are common in many different
graph models of large systems.

Once the k-clique of maximum size is identified for each ver-
tex, a new minimized graph is constructed that shows the
size, number, and connectivity of the original graph using

vertices representing entire k-cliques (shown in red) and ver-
tices that represent single vertices (shown in white) in the
original graph. Edges between two cliques, Ca and Cb, are
constructed if there is an edge (x, y) such that x ∈ Ca and
y ∈ Cb. The weight of the edge is the number of (x, y) pairs
that exist for a pair of cliques (a, b).

After cliques are discovered and edges constructed, some
graphs require further abstraction. Abstracting k-cliques is

great at removing edges (each k-clique has k(k−1)
2

edges),
but doesn’t remove nearly as many vertices. Using the cen-
trality algorithm discussed above, it is easy to detect and re-
move vertices that are on no shortest paths within the graph.
Graphs often contain many vertices of this type, and remov-
ing them makes it much easier to layout the final graph. To
maintain a sense of where the vertices were removed from,
extra graphical features are added to vertices that used to
be connected to vertices that were removed in the process.
This process is exactly the same as that discussed in the cen-
trality erosion algorithm, except that cliques are immune to
such erosion.

3.1 k-clique Discovery Heuristic
The k-clique discovery problem is well researched in the con-
text of computer science. The classic statement of the prob-
lem is that for a given graph G, find the largest value of k
for which a k-clique exists in G. This has been proven to
be an NP-complete problem; one for which the time it takes
to find an exact solution grows very quickly as the size of G
grows.

The challenge for this visualization is slightly different. Each
vertex can be involved in many cliques of different sizes. For
visual clarity, each vertex in the original graph should be
assigned to at most one one clique in the minimized graph.
We also want to focus attention on the largest cliques in a
graph, and so a successful algorithm would reliably find the
largest cliques first, and not erode large clique membership
by finding small 3- and 4-cliques involving vertices that could
have been assigned to a larger sized clique. This makes
the problem rather different from the original, NP-complete
problem.

Because of the nature of the computability of this problem,
an exact solution would take prohibitively long to find. Be-
cause of the specific visualization goals, it is not crucial that
the cliques to which each vertex is assigned always be the
optimal assignment. An approximate solution which reli-
ably finds appropriate cliques for most graphs is sufficient.
With that in mind, we propose a simple greedy heuristic,
based on the assumption that high degree vertices will be
involved in larger cliques.

Given a graph G(V, E)

Vs = V sorted by vertex degree, descending

while(size(Vs) > 0)

v = vertex with highest degree in Vs

clique = {v}

while(size(neighbors(clique)!=0)

N = neighbors(clique)

for each n in N

curNSize = size(neighbors(n) intersect N)
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Figure 3: A simple graphical representation of the
heuristic process. Members of the clique as it is built
are shown in red, neighbors of current members of
the clique are shown in blue. The starting graph
(a); initial vertex ranking (b); vertex selection and
neighbor identification and neighbor-degree ranking
(c); selection of the highest neighbor-degree vertex
(d); selecting a third vertex (e); completing the 4-
clique (f).

if(curNSize>bestNSize)

bestN = n

bestNSize = curNSize

end

clique.add(bestN)

end

foreach c in cliques

c.cliqueID = nextCliqueID

Vs.remove(c)

end

end

This heuristic tries to find the largest cliques first, by assum-
ing that the largest cliques will probably involve the vertices
of highest degree. It then selects the best connected vertices
that are connected to the original high degree vertex. Taking
this greedy route doesn’t always find the largest clique a ver-
tex is involved in, but it is reasonably difficult to construct
a graph that that will assign a vertex to a smaller clique
when a larger one is available. It is beyond the scope of this
paper to assess the specific performance of this heuristic,
but the results show that it does well enough on a variety of

Figure 4: A graphical representation of the central-
ity reduction process. Initial graph (a); zero cen-
trality vertex identification (b); zero centrality ver-
tex neighbor detection (c); final graph, with thick
vertex lines where vertices were deleted (d).

data sets. See figure 3 for a graphical representation of the
algorithm.

Once cliques have been identified, a new graph is created.
Cliques are shown as red vertices, and the size of the vertex
is proportional to the size of the clique it replaced.

3.2 Centrality Reduction Algorithm
For most graphs, the k-clique discovery and minimization is
not sufficient to allow for effective automatic layout. To pro-
vide further simplification, we leverage the centrality erosion
strategy discussed earlier. Unlike that visualization, how-
ever, only one erosion is conducted, and the approximate
location of the removed vertices is maintained. These data
are then used to provide a visual reminder of where vertices
were removed.

To maintain some of the data about where vertices were
deleted, we assign points to vertices whose neighbors are
deleted in the erosion process. Each vertex with zero cen-
trality receives one point. When the vertex is deleted, that
vertex’s point is distributed evenly amongst its neighbors.
Each vertex maintains its own number of points from deleted
vertices. This process is shown in figure 4.

After points are assigned, the graph is redrawn without the
zero centrality vertices. Vertices that received points during
the centrality reduction process are drawn with thicker bor-
ders, proportional to the number of points received. This
shows which vertices were connected to many unimportant
vertices before reduction.



Figure 5: Initial graph built from the CC dataset.
V: 62; E: 144.

3.3 Visualization Implementation Details
In the process of developing this visualization, it became
clear that scaling properties like the size of cliques, the thick-
ness of edges, and the thickness of vertex borders was crucial
to building an effective visualization. For example, in graphs
containing mostly 3- and 4-cliques, it was important to dif-
ferentiate the two. But, for graphs containing 20-cliques, the
difference between 3- and 4-cliques was unimportant. It was
also important that the size of huge cliques not eclipse all
the other vertices in the graph; the layout algorithms didn’t
know how to compensate for vertex size. For the sake of sim-
plicity, the process we use is described for clique size, but is
equally applicable for edge thickness and vertex borders.

To solve this problem, a maximum clique radius of 30 pixels
is defined. We also define a formula mapping k-clique size
to vertex radius. If the maximum radius value is ever cal-
culated to be larger than the acceptable max, all mappings
are scaled appropriately to make the maximum radius equal
the maximum acceptable radius in the graph. This made
sure the vertex radii always stay within a reasonable bound.

To distinguish between small cliques, the procedure was in-
verted. If the maximum clique size was below a certain
threshold, all clique sizes were scaled up to make cliques of
that size much larger. this exaggerates differences between
clique sizes in which the range is small. In this way, the
maximum acceptable visual range was used, regardless of
the original distribution of the clique sizes.

A side effect of this strategy is that graphs are not compa-
rable. Two graphs may contain vertices of the same radius,
but be representing cliques of very different sizes. in gen-
eral, this is not a problem; each graph should stand on its
own. Still, in some special cases, it might become important
to standardize the scalings to provide good comparisons be-
tween abstracted graphs.

3.4 Results
To demonstrate the efficacy of these algorithms, two sets of
three graphs are shown below. The first set of data comes
from example data included with the Pajek graph visual-
ization package. The precise meaning of the base data is
unknown, but it provides an excellent example of how the
basic shape of the original graph is replicated in the reduced
graph. See figures 5, 6, and 7.

Figure 6: Graph after k-clique minimization. V: 37;
E: 66.

Figure 7: Final graph after centrality reduction. V:
25; E: 41.

In the second data set, each vertex represents a North Amer-
ican airport, with edges between vertices representing air-
ports that have flights between them. This example demon-
strates how the abstraction algorithms remove vertices and
edges while maintaining the general structure of the graph,
even for very high density graphs. See figures 8, 9, and 10.

4. FUTURE DIRECTIONS
There are a variety of weaknesses with the current methods
that we would like to address in future work in this area.
For the centrality erosion technique, there were some easy
ways to extract better data from the visualization. In gen-
eral, these directions shift away from graph abstraction and
more towards teasing out information about different kinds
of graph topologies by studying how they react to centrality
erosion.

• We didn’t expect so many vertices to resist erosion.
To counteract this, it would be easy to successively
raise the threshold for removing vertices from zero to
higher numbers, to remove more and more vertices.
This would guarantee the ultimate removal of the en-
tire graph.

• It is likely that graphs can be characterized by the
removal pattern of vertices. For example, a tree will
always erode, and it will take as many erosions as there
are levels to the tree. There are also some stable struc-
tures that (in the current model) never erode. It might
be possible to use centrality as a way of automatically
characterizing these different kinds of graphs.



Figure 8: Initial graph built from the North Amer-
ican airports dataset. V: 332; E: 2126.

Figure 9: North American airports data after k-
clique minimization. V: 232; E: 489.

Figure 10: Final graph after centrality reduction.
V: 84; E: 245.

• To help deal with larger graphs, it might be useful to
select an erosion stage at which to display the graph.
Thus the erosion process would be run a specified num-
ber of times (or until a specified number of vertices
remain) and then drawn. This might provide some of
the same abstraction benefits as with the other visu-
alization method.

Because the k-clique minimization was more successful at
generating abstract graphs, there are a wide variety of ways
in which the visualization can be improved.

• Large cliques tend to end up with an unreasonably
large number of edges connecting them to orphan ver-
tices. This is because it only takes one vertex in a
clique to have an edge to an orphan vertex to cause
an edge to be drawn in the minimized map. To fix
this problem, it would not be unreasonable to remove
edges between cliques and orphans that are below a
certain weight threshold.

• Even after one centrality erosion, some graphs are still
too cluttered to be readable. Multiple passes, with dif-
ferent border colors representing the number of points
accumulated in each pass might be effective, but may
also be too difficult to absorb.

• Graphs often contain vertices that are one or two edges
short from being part of a k-clique. This creates or-
phans with very thick edges connecting themselves to
larger vertices. While not awful, it would be nice to
have a way to effectively show these as somehow part
of the clique.

• The centrality reduction visualization method isn’t ter-
ribly effective. Because of the details of the graph-
ics toolkit we used, as the vertex border increases, it
appears to eat away at the size of the center. This
makes vertices with many eroded neighbors appear to
be smaller than they are. There are a variety of better



ways to visualize this effect, but none of them are easy
within the current program architecture.

• Cliques are not the only common feature in graphs.
Future visualizations could find linear strings of ver-
tices, wheels, crossroads, etc. Each of these could be
drawn with a special icon, generating a schematic of
the graph.

• It would be great to have more interactive software
tools to enable us to explore the composition of the
cliques, and perhaps provide true “zooming” to make
more explicit the relationship between the original graph
and its various abstractions.

5. CONCLUSIONS
The centrality erosion method turned out to be interesting
for small graphs, but was not extremely effective at provid-
ing a valuable abstraction of the original graph. While it
did take the focus away from non-central vertices, it doesn’t
take any burden off of the layout algorithms. Thus for large
graphs, many of the same problems that occurred using clas-
sical methods occur again. There is room for future work
with this idea, but perhaps not in terms of graph abstrac-
tion.

The k-clique minimization method was more successful. As
seen in the results, the combination of the k-clique mini-
mization and centrality reduction generate graphs that ef-
fectively communicate the topological details of the original
graph, without some of the confusion imparted by layout
algorithms poorly equipped to deal with large graphs. For
data sets in which the semantic content is clear, abstracted
graphs can be used to draw valuable conclusions about the
original topology of the graph that were not clear in the
original graphs. As a result, we feel that these methods
are a valuable way to provide a new perspective on compli-
cated graph data. As with all abstractions, it is still impor-
tant to have access to the original data to complement the
abstracted view, but we feel the abstracted view does add
accurate new information to the visualization of the graph.
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